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the selection of the most adequate action/set of actions to deploy in each situation is a complex problem. More than being
able of predicting such future incident occurrences, it will be
important also to forecast both the nature (i.e. long/short congestion) and the causes (i.e. overdemand/reduced capacity)
of such occurrences.
Nowadays, Big Data is a buzz word across multiple
industries. Transportation is no different. Road Congestion
is a problem where data mining methods have been tested
over last decades. However, only the most recent frameworks
started to present robust reliability levels (namely, on the
prediction accuracy) which justify their deployment in realworld applications. These type of frameworks is also known
as Automatic Incident Detection (AID). AID algorithms can
be folded into five categories [3]: (1) traffic state/change
detection [7]; (2) data-driven event detection [8]–[10]; (3)
image-based processing [11], [12], (4) traffic theory models
[13], [14] and (5) traffic flow/occupancy prediction [3],
[15]–[21]. Some type of methods (e.g. 2, 5) can provide
information on the nature of the congestion, specially if they
provide interpretable outputs and/or re-use historical event
occurrences to tipify the future ones (e.g. Artificial Neural
Networks in [10]). However, at the authors best knowledge,
there is no work focused on automatically predict road
congestion causes using traffic flow-based data.
This paper is focused on Automatic Incident Cause Prediction (AICP) for freeways. AICP allows to prevent such
type of sudden/unexpected traffic incidents by deploying
counter measures (e.g. traffic re-routing, preventive infrastructure maintainance) or, at most, reduce its severity by
providing earlier responses to such events (e.g. trigger emergency/maintainance/cleaning teams to the spot, see Fig. 1B). To do it so, we introduce a novel data driven learning
algorithm named Classification of Traffic JAM Causes
with Boosted Trees (CJAMmer). it is a binary classifier
robust to unbalanced data, which is an issue that arises in this
problem set. In pratice, this straightforward method is able to
classify traffic jam events regarding their two main causes:
(i) excessive demand and (ii) suddenly reduced capacity
up to 24 hours ahead of their occurrence. Its core settles
down on using a prior event occurrences log, as well as
weather data, in order to classify each congestion occurrence.
This classifier is built upon the well-known C4.5 decision
tree learning algorithm [22], which is then enhanced by a
simple Boosting ensemble schema [23]. We demonstrate its
effectiveness on a real-world dataset collected by a major
freeway operator in Asia, as well as from an open weather
logging website. The experimental setup covered one month.
The obtained results uncover the potential of this method on

Abstract— A traffic incident is defined by an event which
provokes a disruption on the normal (free) flow condition of any
highway. Such incidents must be caused by a recurrent excessive
demand or, in alternative, by a series of possible stochastic
occurrences which may suddenly reduce the road capacity (e.g.
car accidents, extreme weather changes). This paper proposes a
novel binary supervised learning method to classify congestion
predictions regarding their causes - CJAMmer. It leverages on
heterogeneous and ubiquitous data sources - such as weather,
flow counts and traffic incident event logs - to generalize
decision models able to understand the road congestion nature.
CJAMmer settles on boosted decision trees using the well-known
C4.5, as well as a straightforward feature generation process. A
real world experiment was used to compare this method against
other state-of-the-art classifiers. The results uncovered the high
potential impact of this methodology on industrial scale traffic
control systems.

I. I NTRODUCTION
Major urban areas worldwide are facing an unprecedent
increasing of their population, as more individuals are increasingly moving out from the countryside regions to these
suburbs looking for a better life condition [1]. Such rural
flight phenomena crowds the motorways, raising difficult
challenges for maitaining acceptable mobility levels. The
heavy traffic generated by public/private transport ends up
being main cause of many big cities issues, such as unbearable noise and high pollution levels.
Road Traffic congestion is a phenomenon that happens
due to some sort of limitations to the normal flow. It is
possible to divide congestion causes on two large groups [2]:
(i) recurrent overdemand, which happens on a regular basis,
e.g. morning peaks due to commuters and (ii) sudden reduced
capacity events, which include car accidents/breakdowns,
infrastructural problems (e.g. road collapse, fire) or difficult
weather conditions (e.g. fog, heavy rains/snows). Those types
of events are denominated as incidents [3]. Incidents provoke
use losses of different kinds, ranging from productivity ratio
decreases due to delays on the commuter time (e.g. 33$
billion USD in Mexico City [4]) to human losses, e.g. 5
million of car accidents were reported in US during 2012 which resulted on 34k deaths and a direct economic cost of
277$ billion U.S. dollars [5].
An early Incident Detection can help to restore a smooth
traffic flow through the deployment of information on Intelligent Transportation Systems (ITS) such as Variable Message
Signs (e.g. to deploy real-time traffic re-routing, Reversible
Lanes or dynamic speed limits) [6] (see Fig. 1-A). However,
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Fig. 2: Illustration of the predictive framework proposed.
Fig. 1: Possible responses to an AID/AICP alarm. The A
side lists possible actions to avoid/mitigate congestion given
an AID (such as Traffic Re-routing, reversible lanes or
dynamic speed limits), while the B one details measures to
be put in place whenever an reduced capacity AICP alarm
is triggered (e.g. emergency/cleaning teams dispatched on
incident’s early stages).

N labels regarding the events causes where ci ∈ {0, 1} and
X = E → W → C : |X| = N be our complete training
set. The idea of this step is to reduce the initial feature set
of size S = F + Z to a smaller one, i.e. S 0 < S which
contains only features with true predictive power regarding
our present task. Since that our event samples are defined
by data provenient from two heterogeneous sources (E and
W ), an independent feature selection process was conducted
to reduce the sample’s dimensionality S by reducing F and
Z separately.
In any supervised learning task, it is expected to find one
relationship (i.e. dependence) between a set of explanatory
variables (i.e. F and Z) and a target/dependent one (i.e. the
congestion cause C). The existence of correlated features
among the set of explanatory variables (as known as independent) imply the existence of multiple dependences in the
dataset, which may difficult the induction process. Dimensionality reduction is a task often conducted before applying
any induction algorithm. Its goal is to find the minimum set
of features that can describe such desired set of independent
explanatory variables. One of the most well known methods
to do it so is Principal Component Analysis [24]. This
procedure uses an orthogonal transformation to convert a set
of samples defined in a feature space where some of their
components may be correlated into a smaller one of latent
variables which are linearly uncorrelated. However, it can
only be applied to numerical features. On the other hand,
Multiple Correspondence Analysis can be applied for nominal data. As we do have a set of mixed data, we proposed to
employ Factor Analysis for Mixed Data (FAMD), as firstly
proposed by Pages [25]. It basically takes advantage of two
abovementioned methods to project dimensions based on the
two types of variables in simultaneous. Explanatory variables
in F which possess no/low correlations with all the produced
latent variables should be excluded from the feature set. This
process can be done by visual inspection or, alternatively, by
setting a minimum threshold for the minimum correlation to
be in place with those latent variables.
As wi → RZ , ∀wi ∈ Z, we can reduce the misclassification error probability by pruning the feature set to a smaller
set of relevant features. This can be achieved by employing
the RELIEFF algorithm [26], a statistical inference method
which assigns a probability to each feature. It aims to
describe its ability of changing the outcome of the target

reducing the road congestion worldwide.
The remainder of the paper is structured as follows: Section 2 presents the methodology employed. Section 3 firstly
describes how the dataset was collected and preprocessed
for this task, along with some descriptive statistics. Section 5
describes how the methodology was tested in a real scenario:
firstly, the experimental setup and metrics used to evaluate
the model are introduced; then, the results obtained are
presented in detail, followed by a brief discussion on their
outcome. Lastly, some remarks about CJAMmer’s potential
applications are provided, along with future research lines.
II. M ETHODOLOGY
The CJAMmer is a supervised learning method for AICD
that settles on four steps: (A) Feature Selection; (B1) Model
Training using C4.5; (B2) Model Ensemble by Simple Boosting and (C) Post-Processing. Then, the output model is
ready to classify the causes of future traffic jam occurrences
assuming that an accurate AID method is in place. Such
method must be able of (D) predicting future occurrences
of traffic jams (i.e. a series of pairs (timestamp,location)) independently of the type of method employed. The causes of
such future traffic incident occurrences can then be predicted
using the model produced in (C) for the pairs output by (E).
The CJAMmer steps (A-C) are introduced throughout this
section. Fig. 2 presents an overview of this methodology.
A. Feature Selection
Let E = e1 , ..., eN be a set of N data records describing
historical occurrences of incidents where each occurrence
is described by a set of F features which may be numerical and/or categorical. Let W = {w1 , ..., wN } be a
set of weather conditions associated to such events location/timestamp (e.g. temperature, air pressure) where each
condition is also described by a set of Z features defined as
wi → RZ , ∀wi ∈ Z. Finally, let C = c1 , ..., cN be a set of
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each xi ∈ X and initialized as li = 1, ∀li ∈ L. After each
trial, the weights of the samples correctly evaluated Xpos
are updated as follows li = li − , ∀li ∈ Xpos . Conversely,
the weights of the incorrectly labelled samples are updated
as li = li + , ∀li ∈ Xpos . This procedure repeats itself by
performing a slight change in eq. 2 to re-use this information
on the training stage of the next trial. This equation is rewritten as
Xk X|Di |
1
lj × I(Di ),
Gain(D, T ) = I(D) − P
i=1
j=1
l∈L l
(3)
By doing so, this boosting process gives more relevance to
the incorrectly classified samples on the splitting criteria,
which will create larger groups of samples of this type on
higher levels of tree instead of multiple small and deep
leaves, thus increasing the model generalization and reducing
the undesired overfitting effect often associated with unbalanced datasets. Finally, (5) this procedure is repeated from
the scratch (steps 1-5) with a given periodicity P , an userdefined parameter. By doing so, we are re-including the most
recent labelled samples on our training set from time to time,
on an industrial perspective of learning algorithm usage.

variable given changes on its own values among the samples.
Finally, we employed a minimum user-defined threshold φ
to decide which are the variables that should be part of the
resulting dataset.
The resulting feature set S is used to model training
based on the input training set. The procedure to do it so
is described as follows.
B. Model Training
The model training is done on five steps: firstly, (1) a
sliding window of H size (an user defined parameter) is
used to use only the most recent samples X 0 from the
original training set X, i.e. X 0 ⊆ X. Secondly, (2) a feature
selection stage specifically for this dataset is conducted using
winnowing [27], a perceptron-based algorithm typically used
to learning a linear classifier from labeled examples (and
here used to select which attributes should be used or not).
The relevancy of having this step is to avoid the overfitting
of particular cases on the training set due to the capture of
irrelevant and/or correlated dependences among the initial
feature set. Given such feature subset, a decision tree (3) is
learnt using the C4.5 algorithm. This procedure is briefly1
explained below, following closely its original description in
[22] for categorical feature sets.
A decision tree D is created by dividing recursively the
samples within X using multiple splits, generating a series of
logical subsets {D1 , D2 , ...}. Such splits follow a common
split criterion and they stop when a given stop criterion is
met. Both criteria are explained as follows. The split criterion
used by default in C4.5 is the gain ratio. Let p(X, j) denote
the proportion of cases in X that belong to the jth class. Let
I(D) denote the residual uncertainty about the label of each
sample ∈ X while Gain(D, T ) denotes the corresponding
information gained by a test T with k outcomes. Both can
be defined as follows.
X2

(1)
I(D) = −
p(D, j) × log2 p(D, j)

C. Post-Processing
The lastly trained/boosted tree still passes throughout a
final step before being ready to be used on any test sample:
the linearization of the decision tree to a rule set. This is
done simply by combining the disjunction of all conjunctions contained in the decision nodes. As each distinct path
throught the tree produces a distinct rule, it makes it easier
to prune rules which have a low support (i.e. number of
samples) in the training set. Moreover, unlike the trees, rule
sets do not maintain a disjunction between attribute tests
that occur near the tree root [28]. Consequently, this step
is another mechanism to avoid overfitting by prunning nongeneralizable rules. The minimum support α ∈ N to allow
a rule to be embedded into the resulting predictive model is
an user-defined parameter.
This data driven learning model was tested on a real world
case study. It is described in detail along next section.

j=1

Gain(D, T ) = I(D) −

Xk
i=1

|Di |
× I(Di )
|D|

(2)

Consequentally, the test T that maximizes the Gain(D, T )
is the one chosen. This process repats itself till the stop
criterion is met. This latter is defined by the veracity of one
out of three possible conditions, defined as follows. Let Di
be our current partition to divide. Di is said to be undivisible
and, consequently, form a leaf node if (i) all its samples are
labelled with one single class or if (ii) |Di | < θ where θ is
an user-defined parameter or if (iii) Gain(Di , T ) = 0, ∀T .
After such the abovementioned induction procedure, a (3)
simple boosting method is triggered. This boosting method
consists on repeating the step 3 τ times (i.e. where τ is an
user-defined parameter). On each of this trials, the resulting
tree D is evaluated against X (i.e. its original training set).
Before the first trial, a weight set L → [0, 1]N is assigned to

III. C ASE S TUDY
This study was conducted using data collected through a
traffic monitoring system of a major freeway deployed in
an Asian country, connecting a capital city to a secondary
one. This system both collects and broadcasts traffic-based
measurements in real-time with distinct temporal granularities (depending on the type of sensor’s installed on each
lane). Each sensor measures traffic flow, lane occupancy rate
and instantaneous vehicle’s speed in one-minute intervals.
This dataset used data collected from 211 sensors covering
all the lanes existing on a given location, which includes
both freeway’s transit directions. Its total length is roughly
216km while its sensors are typically deployed in groups
along subsections, separated by 500m spatial intervals. This
data was collected through 3 consecutive months.

1 the prepruning/post pruning processes were ommitted to keep the
method understandable by any audience. However, all its details can be
found in [22].
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Traffic incidents are monitored on-site based on such sensors,as well on large-scale video survaillance system. Then,
event logs are manually produced reporting the charateristics
of the accidents as well as their temporal evolution. Such logs
were pre-processed into a learning dataset with the following
input variables: (1) ID, (2) Day Number (consecutive numbers starting from 1 to the first existing day in the dataset)
and (3) Weekday, (4) Starting Time and (5) Duration (both
in seconds), (6) Direction, (7) Congestion Section Length
and its (8) Starting Location in relative terms to the highway
start (in meters). The dependent variable is the traffic cause,
which values are described in Table I. As preprocessing,
the dependent variables (5) and (7) were removed due to
their dependence on the remaining input variables, as well as
(1). Additionally, six variables were generated containing the
flow counts of the 15 minutes previous to the incident start
time on both directions, aggregated by 5 minutes intervals.
The weather data was acquired through an open access
repository [29]. It provides both hourly as well as daily
summaries regarding multiple weather features. They can
be enumerated as follows: temperature, dew point, humidity,
wind speed, wind gust speed, wind direction, wind temperature, visibility, pressure, heating index, precipitation index
and condition description (e.g. overcast). Furthermore, other
six booleans are included, covering the presence or absence
of fog, rain, snow, hail, thunder and tornado. To determine
the nearest weather station to query on each incident event,
the latitude/longitude coordinates of its starting point needed
to be estimated from the original location data. Finally,
Each one of those variables were considered as possible
independent variables, forming a final set of 29 independent
variables (six from flow counts data, five from event logs
and eighteen on weather-related data).
To turn our problem into a binary classification problem,
a final preprocessing task was conducted by labeling the
code 1 as overdemand events and the remaining ones as
reduced capacity. Fig. 3 contains a descriptive analysis of the
number of congestion events along time, divided on different
timestamps and highway’s locations. Fig. 4a illustrates the

ratio between overdemand/reduced capacity incidents along
the different daytimes. It is possible to see that most of
the incidents happen on the 1st third of the road (around
the capital city), as well on the worktime period (08am04pm). However, besides an elevated number of congestion
events happening on Sundays/Mondays, it is rather difficult
to identify a clear time-dependency. The highly unbalanced
ratio between overdemand and reduced capacity illustrated
in Fig. 4a (left-pane) (i.e., 90%/10%) highlights even more
how hard this classification problem may be.
IV. E XPERIMENTS

TABLE I: Types of road incident causes.
Label

Description

1
2
3
4

huge amount of traffic
road work
car accident
fire

5

blocked highway

6

inattentive driving

7
8
9
10
11
12
13
14

car breakdown
weather
regulation
disaster
road hazard
snow removal
snowstorm
snow drifting

70

Emergency road work

71
99

accident restoration work
other reason

Comments
Traffic jam caused by high demand;
Long-term planned road work;
Car Accident;
Fire on a vehicle or a structure;
Any type of event blocking the highway
(partially of fully);
E.g.: a fireworks display on the highway side,
attracting drivers’ attention;
A vehicle breakdown within a given lane;
Rain, fog, light snow or hail;
Road closed to traffic re-routing;
E.g. Heavy Earthquake, Tsunami, Tornado;
Collapse of an Highway structure;
Road work to remove snow;
Heavy snow storm;
Snow blocks falling in the highway;
An urgent intervention on the road
due to any type of disaster;
Similar to the previous one;
Other reasons not included in this table;
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This section starts by introducing the Experimental Setup
followed by our experiments, to then point out the obtained
results as well as a brief discussion on their insights.
The parameter setting employed is described in Table II.
The first 60 days of the dataset were used as training set,
while the remaining ones were used as test set. The feature
set was preprocessed in three stages: firstly, the event log data
was preprocessed using FAMD - see Fig. 4b. As consequence
of its low impact, the day number variable was pruned out.
The flow variables were all considered. Yet, if there is no
flow count prediction available for a given timestamp, the
features are considered as having missing data. The weather
variables were prunned using the RELIEFF algorithm. As
result, only the pressure and two temperature variables were
considered in the final feature set. An additional feature to
set the weather conditions as GOOD/BAD was empirically
defined using the remaining weather features.
The values of φ and P were empirically defined, while the
remaining ones were tested out of a pool of possible values
using 10-fold cross validation over the initial 60-day training
set. The pools for H, τ and α were defined as {30, 45, 60},
{1} ∪ {(ak )8k=1 , ak = 10k} and {1, 2, 5}, respectively.
The implementation of R package [RWeka], i.e. J48 of
C4.5 was used to conduct our experiments. Additionally, we
compared our approach to six other well-known off-the-shelf
classifiers: (1) Naive Bayes (NB), (2) Multilayer Perceptron
(MLP), (3) Support Vector Machines (with a linear kernel)
(SVM), (4) Logit Boost (LB), (5) Gradient Boosting (GB)
and (6) Random Forests (RF). The implementations of all
those algorithms were taken from R packages, namely,
[RWeka] and [nnet] for first two and [caret] for the remaining
ones, using their default attributes values. Finally, all those
experiments followed a similar setup to our methodology,
leveraging on the parameter P to re-train the model on
a daily basis. This methods were evaluated in terms of
TABLE II: Parameter Setting used in the experiments.
Value
φ

0.025

H
τ
P

60 days
80
1 day

α

2

Description
minimum user-defined threshold to prune the weather feature
set, given its influence on the target variable;
sliding window to define training set size;
number of boosting iterations, i.e. trials;
periodicity used to re-train our classifier;
number of samples necessary to cover a pruned
rule (in absolute terms), i.e. min cases;
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Fig. 3: Analysis of the congestion events decomposed along space (location in the highway) and time (day period). The
x-axis reflects the different days, illustrated both in number (upper caption) and weekday (bottom one).

V. F INAL R EMARKS

accuracy, precision and recall (for each one of the two
possible label outputs), as their are described along Section
5.7-5.8 in [30].

This paper proposed a new methodology to classify traffic
road incidents into two possible categories given its origin:
recurrent excessive demand/suddenly reduced capacity. It
does it so through a straightforward supervised learning
framework that leverages on the heterogeneity of multiple
data sources - such as traffic logs, flow counts and weather
data - to adequately model the patterns that explain the
nature of traffic incidents on a particular road network.
Experiments using a large-scale real world dataset uncovered
its contributions, suggesting an industrial contribution which
can actually impact the way that people move.
On binary classification task, SVMs have been the Stateof-The-Art on the past few years [31]. However, to find
the most adequate feature projection (kernel, meta-parameter
values such as the soft margin budget and initial feature
mapping) is usually reported as tricky process [20]. As consequence, the off-the-shelf approach took on this paper just
overfitted the majority class. Hence, it would be necessary to
tune fit such feature space into one where an optimal margin
definion could, in theory, increase the minority class recall.
Nevertheless, such hypothesis requires proper validation.
The real world effectiveness of such traffic jam cause
prediction depends on the accuracy of the AID method coped
with the present classifier. However, AID methods are known
by its low recall on the congestion prediction [3], [20]. How
to counter it is still an open research question.

A. Results
Table III presents the obtained results using all the considered evaluation metrics. Fig. 5 illustrates the evolution of
each method’s accuracy over time while compared with the
total number of reduced capacity events.
B. Discussion
Table III illustrates a clear supremacy of CJAMmer (a
boosted version of C4.5) while compared with other state-ofthe-art supervised learning methods for classification - which
basically overfit the majority class. Its numbers on the recall
of the minority class are illustrative of its effectiveness on
defining an adequate decision boundary within the existing
feature space. The winnowing may also have a particular
effect on this (even if other decision tree-based methods such
as RF do not output satisfactory results). Despite its good
results, there are still a considerable ratio of misclassified
reduced capacity events (i.e. 40%). An adequate feature
generation process may be able to improve this number
leveraging on the heterogeneity of the input data. Yet, the
selection of the best methodology to do such projection
is still an open question. Nevertheless, the obtained results
show the effectiveness of this method, suggesting that it is
ready for its first implementation on real-world scale settings.
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Fig. 4: Events class ratio along distinct timespans (left pane)
and FAMD results from event logs (right pane).
TABLE III: Numerical Results of the conducted experiments.
Method

ACC

PREC R

REC R

PREC O

REC O

CJAMmer
MLP
SVM
NB
LB
GB
RF

95.22%
49.50%
88.04%
89.61%
89.95%
90.29%
87.11%

83.69%
9.81%
8.78%
12.09%
9.60%
5.56%
7.98%

59.18%
55.37%
3.32%
2.21%
1.20%
4.01%
3.91%

96.02%
91.61%
90.86%
90.93%
90.88%
90.85%
90.83%

98.84%
48.91%
96.54%
98.39%
98.86%
99.31%
95.47%

Results – Overview on comparing with
State-of-the-art

Nr. Of Days

Fig. 5: Comparison among the different learning algorithms
along time regarding their accuracy vs. the events of the
minority class. Note the period within the highlighted box.
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