Proceedings of the ECML/PKDD
2015 Discovery Challenges colocated with European Conference
on
Machine
Learning
and
Principles
and
Practice
of
Knowledge Discovery in Databases
(ECML-PKDD 2015)

ECML-PKDD 2015 discovery challenges:
http://www.ecmlpkdd2015.org/discovery-challenges
CEUR-WS proceedings online:
http://ceur-ws.org/Vol-1526

ECML-PKDD-DCs 2015
Proceedings of the ECML/PKDD 2015 Discovery Challenges
Proceedings of the ECML/PKDD 2015 Discovery Challenges co-located with European
Conference on Machine Learning and Principles and Practice of Knowledge Discovery in
Databases (ECML-PKDD 2015)
Porto, Portugal, September 7-11, 2015.
Edited by

Adolfo Martínez-Usó *1
João Mendes-Moreira *2
Luís Moreira-Matias *3
Meelis Kull *4
Nicolas Lachiche *5
*1 Universitat Politècnica de Valencia, Dept. of Computer Systems and Computation, 46022 Valencia, Spain
*2 Faculty of Engineering of University of Porto, Department of Informatics Engineering (DEI-FEUP) and Laboratory
of Artificial Intelligence and Decision Support (LIAAD - INESC TEC), 4200-465 Porto, Portugal
*3 NEC Laboratories Europe, Kurfürsten-Anlage 36, D-69115 Heidelberg, Germany
*4 Intelligent Systems Laboratory, University of Bristol, UK
*5 Engineering, Computer and Imaging Sciences Laboratory, University of Strasbourg, France

Table of Contents
Discovery Challenge 1: Model Reuse with Bike rental Station data (MoReBikeS)
•

Model Reuse with Bike rental Station data (Preamble)
Meelis Kull, Nicolas Lachiche, Adolfo Martínez-Usó

•

Model Reuse with Subgroup Discovery
Hao Song, Peter Flach

•

SVR-based Modelling for the MoReBikeS Challenge: Analysis, Visualisation and Prediction
Yu Chen, Peter Flach

•

Model Reuse with Bike Rental Station Data
Arun Bala Subramaniyan, Rong Pan

Discovery Challenge 2: On Learning from Taxi GPS Traces
•

On Learning from Taxi GPS Traces (Preamble)
João Mendes-Moreira, Luís Moreira-Matias

•

Artificial Neural Networks Applied to Taxi Destination Prediction
Alexandre de Brébisson, Étienne Simon, Alex Auvolat, Pascal Vincent, Yoshua Bengio

•

An Ensemble Learning Approach for the Kaggle Taxi Travel Time Prediction Challenge
Thomas Hoch

•

(Blue) Taxi Destination and Trip Time Prediction from Partial Trajectories
Hoang Thanh Lam, Ernesto Diaz-Aviles, Alessandra Pascale, Yiannis Gkoufas, Bei Chen

MoReBikeS - Model reuse with bike rental
station data
Meelis Kull1 , Nicolas Lachiche2 , and Adolfo Martı́nez-Usó3
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The challenge

Adaptive reuse of learnt knowledge is of critical importance in the majority of
knowledge-intensive application areas, particularly when the context in which
the learnt model operates can be expected to vary from training to deployment.
In the MoReBikeS challenge (Model Reuse with Bike Rental Station Data) that
we organised as the ECML-PKDD 2015 Discovery Challenge #1, we decided to
focus on model reuse and context change. In contrast to most of the machine
learning challenges to date we provided the participants not only with data, but
also with pre-trained models representing knowledge to be reused.
The MoReBikeS challenge was carried out in the framework of historical
bicycle rental data obtained from Valencia, Spain. Bicycles are continuously
taken from and returned to rental stations across the city. Due to the patterns
in demand some stations can become empty or full, such that more bikes cannot
be rented or returned. To reduce the frequency of this happening, the rental
company has to move bikes from full or nearly full stations to empty or nearly
empty stations. This can be done more efficiently if the numbers of bikes in the
stations are predicted some hours in advance. The quality of such predictions
relies heavily on the recorded usage over long periods of time. Therefore, the
prediction quality on newly opened stations is necessarily lower.
In this challenge the participants were required to predict the number of bikes
3 hours in advance on 75 stations with a short (1 month) recorded history, by
making use of the provided predictive linear models trained on other 200 stations
with longer history (more than 2 years). To promote reuse of the provided models
we did not reveal the long historical data to the participants (except for 10
stations out of 200). The predictions were evaluated using mean absolute error
in the number of bikes every hour over the next period of 3 months.
The common problem in evaluating predictors of time-series are the temporal
dependencies: the features of later test time-points leak information about the
earlier test time-points. We tackled this problem by setting the challenge in two
stages: the leaderboard challenge and the full test challenge. In the leaderboard
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challenge we used a small sample of test time-points to minimise information
leaks. This allowed us to have weekly leaderboards while minimising the chances
of some participants cheating in the sense of using test instances from future to
improve predictions. In order to enter the full test challenge the participants were
required to commit to a single prediction method by providing source code and
describing the chosen method in a short paper. They were subsequently provided
with full test data to perform full evaluation of their methods (which in principle
we could have replicated using their code). This way we could make sure that
none of the entries in the full test challenge was using test instances from future
to improve predictions. The final results of the challenge were announced based
on the evaluation on full test data.

2

The dataset

The original gathered dataset4 provided information about 275 bike rental stations in Valencia over a period of 2.5 years (from 01/06/2012 to 31/01/2015).
For each hour in this period the data specified the median number of available
bikes during that hour in each of the stations. The dataset was complemented
with weather information about the same hour (temperature, relative humidity,
air pressure, amount of precipitation, wind directions, maximum and mean wind
speed).
We first split the stations randomly into 200 training stations and 75 test
stations (Fig.1). The time period was split into training period (01/06/2012 to
31/10/2014) and three-months test period (01/11/2014 to 31/01/2015). The last
month of the training period (01/10/2014 to 31/10/2014) we referred to as the
deployment period. We trained 6 different linear models (more details below) for
each of the 200 training stations on the training period. The participants were
provided with the trained models, with the data from the one-month deployment
period for all 200+75 stations, and with the data from the training period from
10 training stations out of 200. In order to promote the reuse of provided models
we decided not to give the full training data for the remaining 190 training
stations. The leaderboard test data contained data from 25 test stations out
of 75, with just one test hour every 3 days across 2 months (01/11/2014 to
31/12/2014). The full test data were revealed only to the participants after they
provided a short paper and their code. These data contained the other 50 test
stations with every hour across the three-month test period.
The task was to predict the number of bikes 3 hours in advance, so it was
important to know what the number was 3 hours earlier, at the moment of
making the prediction. We constructed this feature and called it ‘bikes 3h ago’.
Bike rental data have strong weekly periodicity, thus we constructed some features based on the data across all previous weeks. In particular, the feature
‘full profile bikes’ was the average number of bikes in the same station in the
same hour of the week (e.g. Monday 8am-9am) across all previous weeks in the
4
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//reframe-d2k.org/Challenge_Download.

MoReBikeS - Model reuse with bike rental station data

3

data. Another feature ‘full profile 3h diff bikes’ was the average difference in the
number of bikes between the same hour of the week and 3 hours earlier, across
all previous weeks. In test data the participants had only the one-month deployment period to estimate the profiles. This resulted in profiles with much weaker
predictive value, potentially harming the performance of models which strongly
rely on the full profile features. Therefore, we also introduced ‘short profile bikes’
and ‘short profile 3h diff bikes’ as features which used information from past 4
weeks only.
For each of the 200 training stations we learned 6 linear models to predict the number of bikes, corresponding to 6 different subsets of the features
‘bikes 3h ago’, ‘full profile bikes’, ‘full profile 3h diff bikes’, ‘short profile bikes’,
‘short profile 3h diff bikes’ and temperature. All the subsets included ‘bikes 3h ago’
but differed based on which profile features they used (3 options: full profiles,
short profiles, or all profiles), and whether they used temperature (2 options: yes
or no). The obtained 200 × 6 models were provided to the participants.

Fig. 1. Map of Valencia (created using Google My Maps) with 200 bike rental stations
used for training linear models (marked in red) and 75 stations used for testing (marked
in blue).

3

The contest and the papers

The first stage of the context attracted 116 submissions from 23 teams. The
limit of 12 submissions per team was imposed in order to limit overfitting, as we
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selected the best student based on the leaderboards5 . 10 teams decided to enter
the second stage and committed to a single prediction method by providing
their source code and describing the chosen method in a short paper. These
methods were evaluated with respect to mean absolute error (MAE) on the full
test data set covering every hour in the three-month test period across 50 test
stations. These proceedings include the papers of the top 3 teams: Hao Song
with Peter Flach from the University of Bristol, UK (MAE=2.0143); Yu Chen
with Peter Flach from the University of Bristol, UK (MAE=2.0515); and Arun
Bala Subramaniyan with Rong Pan from the Arizona State University, USA
(MAE=2.0667).
The methods across the 10 teams in the full test challenge covered a good
range of approaches. 3 teams performed an analysis to select for each test station
one model out of the given 1200, and used that model for prediction (including
the 3rd best team). 3 teams selected multiple models and averaged over these
(including the winning team), and 1 team used a weighted average. 3 teams
decided not to use the given model and trained new models (including the secondbest team).
In choosing the models to be reused the teams had to decide on the criteria
for model suitability for a given test station. These included: performance of the
model in the test station during the deployment period; distance between the
test station and the station of the model’s origin; similarity between the timeseries of the stations during the deployment period; and several combinations
of these. Most of the teams used two simple methods to improve predictions:
clipping to make sure that the predicted number of bikes does not exceed the
size of the station; and rounding the predictions to the closest integer, as mean
absolute error tends to decrease after rounding.
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Abstract. In this paper we describe a method to reuse models with Model-Based
Subgroup Discovery (MBSD), which is a extension of the Subgroup Discovery
scheme. The task is to predict the number of bikes at a new rental station 3 hours
in advance. Instead of training new models with the limited data from these new
stations, our approach first selects a number of pre-trained models from old rental
stations according to their mean absolute errors (MAE). For each selected model,
we further performed MBSD to locate a number of subgroups that the selected
model has a deviated prediction performance. Then another set of pre-trained
models are selected only according to their MAE over the subgroup. Finally, the
prediction are made by averaging the prediction from the models selected during the previous two steps. The experiments show that our method performances
better than selecting trained models with the lowest MAE, and the averaged lowMAE models.

1

Introduction

In this paper we propose a model reuse approach exploiting Model-Based Subgroup
Discovery (MBSD). The general idea of model reuse is to use trained models from
other operating contexts under a new operating context. Such a strategy has two main
benefits. Firstly, it can dramatically reduce model training time on the new operating
contexts. Secondly, if the new operating context only has limited data, as model reuse
essentially extends the scale of the training data by adding training data from other
operating contexts, it can help further improve the prediction’s performance.
One major challenge for model reuse is that the patterns in the data can vary through
different operating contexts. This makes it difficult to directly apply trained models
from the training contexts to a new context. For instance, to predict the activities of
daily living (ADLs) from the reading of sensors is one of the leading applications of
a smart home. However, as both the households and layout of the house varies from
different houses, it is hard to directly use a model trained in one particular house to
another house. Therefore, to recognise and deal with such variations through different
operating contexts has become a non-trivial research task for model reuse [1].
In this paper, we will use a variation of the Subgroup Discovery (SD) scheme [2–4]
to help the reused models to adopt the new context. SD is a data mining technique. It
uses a descriptive model to learn the unusual statistic of a target variable in a given dataset. However, traditional SD approaches generally focus on the statistic of a single attribute in a fixed data-set. This makes it less appropriate for model reuse. Therefore, we
propose an extended method MBSD in this paper. The main modification is to change
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the target variable in the SD task from an attribute into the prediction performance of an
attribute from a particular base model. Through this modification, MBSD can be used to
discover the prediction pattern of a trained model in a new operating context. This can
help locate the potential sub-context where the trained model can be directly applied,
or the potential sub-context where other trained models are required.
The experiments are based on a machine learning challenge MoReBikeS, which is
organised by the workshop LMCE 2015, within the conference ECML-PKDD 2015.
The task is to predict the number of bikes available at a particular rental station 3 hours
later, given some history data. In detail, the overall data-set is obtained from 275 bike
rental stations located in Valencia, Spain. For the participants, everyone gets access to
the data for all the 275 stations during the October of 2014 and use these data as training
data. 6 trained linear regression models are also provided for each station from station
1 to station 200. These linear regression models are trained with the data that covers
the whole year of 2014. Therefore, the task of the challenge is, by reusing these trained
models and limited training data, to predict the number of available bike at some new
bike stations (station 201 to station 275).
The method we used can be briefly described as follows. For any station to be predicted, the one-month training data can be applied to select a number of models with
good performances (low MAE values), these models are called base-models. The assumption here is that these base-models are only suitable to some unknown sub-context
of the context to be predicted (the sub-context is similar to the training context of the
base-models), and not suitable to some other sub-context. With such an assumption,
we can perform MBSD to discover these sub-contexts and to further select a number
of models with good performances only under the sub-contexts. These models are denoted as sub-models. Finally, the overall prediction can be obtained by averaging the
prediction from both base-models and sub-models, with some averaging strategy. The
experiments show that, with MBSD, the MAE can be further reduced comparing to
simple averaging the prediction of the base-models.
This paper is organised as follows. In section 2 some preliminaries of Subgroup Discovery are given and in section 3 the basic concept of MBSD is introduced. The method
to reuse models with MBSD is stated in section 4. Section 5 shows some experiments
with the MoReBikes data. A conclusion of the whole paper is provided in section 6.

2

Subgroup Discovery

In this section we will give some preliminaries and corresponding notations of SD.
Subgroup Discovery (SD) [2–4] is a data mining technique that learns rules to describe patterns of some attributes in a given data-set. Since the construction of subgroups is driven by some attributes, called target variable, it can be seen as a descriptive
model which is learnt in a supervised way. However, SD still differs from predictive
models as in SD we are not aiming to predict the target variable, but to discovery some
interesting patterns with respect to it. Therefore, the definition of an interesting pattern
needs to be given. In existing literature, an interesting pattern often refers to a different class distribution (for binary/nominal target variable), or in general to an unusual
statistic (for binary/nominal/numerical target variable). On the other hand, because such
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patterns often have a small coverage, some literature also define SD as a model to find
patterns that have both large coverage and unusual statistic.
Mathematically, suppose the data-set contains N instances and M attributes. Traditional SD assumes that one from the M attributes is selected as the target variables,
the corresponding attribute of the ith instance is denoted as yi ∈ R1 , the domain of this
attribute is denoted as Y = {yi }Ni=1 . The rest M − 1 attributes are used as the description
attributes, denoted as di ∈ RM−1 , the domain of this attributes is denoted as D = {di }Ni=1 .
A subgroup is denoted as a function g : D → {0, 1}. Hence g(di ) = 1 means that the
ith instance is covered by this subgroup and vice versa. We use G = {i : g(di ) = 1} to
denote the set of instances to be covered by the subgroup g.
The task of (top q) subgroup discovery can be defined as, given a set of candidate
subgroups G ⊆ 2D , and a quality measure φ : g → R, to find a set of q subgroups
Gq = {g1 , ..., gq }, so that φ (g1 ) ≥ φ (g2 ) ≥ ... ≥ φ (gq ), and ∀gi ∈ Gq , ∀g j ∈ G \ Gq :
φ gi ≥ φ g j .
With respect to the quality measure, since all the quality measures used in this paper can be seen as a extension of the quality measure Continuous Weighted Relative
Accuracy (CWRAcc) [5], the definition of CWRAcc is given here:
φCW RAcc (g) =

3

|G| ∑i∈G yi ∑Ni=1 yi
·(
−
)
|G|
N
N

(1)

Model-Based Subgroup Discovery

In this section we will briefly introduce the concept of MBSD, together with the quality measures and search strategy applied in the following experiments. An example of
MBSD performing with a particular bike station will be given.
3.1

Motivation

The motivation of MBSD is to import models in a SD process, so that the resulted
subgroups can contain richer information. Although this concept is similar to the Exceptional Model Mining (EMM) framework [6, 7], but MBSD differs from EMM by
the way of using the models. In EMM, a model will be trained under each candidate
subgroup, and then the quality of the subgroup is evaluated by the parameter deviation
between the model trained under the subgroup and the model trained under the whole
data-set (global model). On the other hand, in MBSD only the global model is involved
in the discovery process. For each candidate subgroup, the quality of the subgroup will
be evaluated either according to the likelihood of the global model under the subgroup
(for both non-predictive models and predictive models), or the prediction performance
of the global model in the subgroup (for predictive models). Since the purpose of this
paper is to reuse models via MBSD, we omit a detailed discussion about the differences
between MBSD and EMM. In general, since in MBSD only a global model is required,
repeated training through different candidate subgroups is avoided, this makes MBSD
more appropriate for model reuse.
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Quality Measure for Regression Models

As in this paper the MBSD task only involves regression, here we only show 4 quality
measures for regression models.
Suppose the target attribute to be predicted is denoted as yi for the ith instance and
the prediction made by the base-model is denoted as ŷi . The first proposed quality measure Weighted Relative Mean Absolute Error (WRMAE) is based on the absolute error
of the base model, zAE
i = |ŷi − yi |. This quality measure is designed to find subgroups
with large coverage and relatively higher MAE than the population.
φW RMAE ( fbase , G) =

|G| ∑i∈G zAE
∑N zAE
i
·(
− i=1 i )
|G|
N
N

(2)

Similarly, if the aim is to find subgroups where the base model tends to have lower
MAE than the population, the negative absolute error zNAE
= − |ŷi − yi | can be applied.
i
The second proposed quality measure Weighted Relative Mean Negative Absolute Error
(WRNMAE) is given as:
φW RMNAE ( fbase , G) =

|G| ∑i∈G zNAE
∑N zNAE
i
·(
− i=1 i )
|G|
N
N

(3)

Another scenario is to discover the subgroups where the base-model tends to overestimate the target attribute. Now the quality measure should be designed according to
the over-estimated error:

zOE
i

(
ŷi − yi
=
0

if ŷi ≥ yi
otherwise

Notice here the under-estimations are forced to be zeros, hence the quality of subgroups will not be affected by having both high over-estimated error and high underestimated error. On the other hand, subgroups with both high errors can be discovered
with the quality measure WRMAE. The quality measure Weighted Relative Mean OverEstimated Error (WRMOE) is given as:
φW RMOE ( fbase , G) =

|G| ∑i∈G zOE
∑N zOE
i
·(
− i=1 i )
|G|
N
N

(4)

As shown above, the under-estimated error and corresponding quality measure Weighted
Relative Mean Under-Estimated Error (WRMUE) can be defined as:

zUE
i

(
yi − ŷi
=
0

φW RMUE ( fbase , G) =

if yi ≥ ŷi
otherwise

|G| ∑i∈G zUE
∑N zUE
i
·(
− i=1 i )
|G|
N
N

(5)
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Description Language and Search Strategy

In traditional SD, the description of subgroups can be built on any attribute other than
the target variable. In EMM with predictive models, the description of subgroups can
be built on any attribute except the input and output of the model. This is because the
essential aim of SD is to use some other attributes to describe the pattern of some target
attributes, hence the description should avoid to use the target attributes. However, for
MBSD with predictive models, the description of subgroups can potentially be built
on any attribute in the data-set. The reason behind this is that the pattern MBSD (with
predictive models) tries to describe is the prediction pattern of the base model, instead
the pattern of the attributes.
As many other logical models, there exists many ways to split the hypothesis space
to generate the candidate subgroups. This generally involves fixing the operations on
each attribute. In this paper we will simply use a conjunction of attribute-value pairs
as the description language. For numerical attributes, a pre-processing is performed to
divide each numerical attribute into equal size bins and further treat them as nominal
attributes. Since in the experiments there are a large amount of SD tasks, we also assume
all the subgroups are described by any single attribute from the description attributes.
This can help further reduce the search cost. Also, for each attribute, only the best
subgroup described by that attribute will be selected. Hence top q subgroups can be
seen as subgroups described by q attributes respectively.
As only a single attribute is used to describe each subgroup, the search strategy
can be seen as a refinement process with adding different values of the corresponding
attribute. Here we further use a greedy covering algorithm to increase the search speed
and reduce the memory usage. The algorithm is performed as follows. The bin with the
highest mean value of the target variable (e.g. AE) is added to the description at each
step. The algorithm terminates once the quality measure is smaller than the previous
step. This covering algorithm is generally similar to a beam search algorithm except the
beam width is fixed as 1, due to the fact that the refinement is done within the same
attribute.
3.4

MBSD with Single Bike Station

In the MoReBikeS challenge, there are totally 25 attributes in the data-set. Table 1 summarises the information for each attribute in the provided one-month data, such as name,
type (binary, nominal, numerical), number of values, and number of bins configured in
the MBSD task (only for numerical attributes).
Although the 25 attributes can all be used to construct the candidate subgroups, as
the attribute bikes is the variable to be predicted, it can be removed from the description.
Also because the MBSD task is going to be performed for each individual station during
Oct 2014, the attribute station, latitude, longitude, year, month, and timestamp can
be further excluded.
For simplicity, from now on we will use model i − j to refer the model j of station
i ( j = 1 for short, j = 2 for short temp, j = 3 for full, j = 4 for full temp, j = 5 for
short full, j = 6 for short full temp).
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attribute
station
latitude
longitude
numDocks
timestamp
year
month
day
hour
weekday
weekhour
isHoliday
windMaxSpeed.m.s
windMeanSpeed.m.s
windDirection.grades
temperature.C
relHumidity.HR
airPressure.mb
precipitation.l.m2
bikes 3h ago
full profile 3h diff bikes
full profile bikes
short profile 3h diff bikes
short profile bikes
bikes

type number of values number of bins
nominal
275
NA
numerical
275
275
numerical
275
275
numerical
19
19
numerical
745
745
numerical
1
1
numerical
1
1
numerical
31
31
numerical
24
24
numerical
7
7
numerical
168
168
binary
2
NA
numerical
28
28
numerical
16
16
numerical
17
17
numerical
142
16
numerical
72
8
numerical
283
32
numerical
1
1
numerical
41
41
numerical
17304
32
numerical
17632
41
numerical
419
32
numerical
231
32
numerical
41
41

Table 1: The 25 attributes in the October data-set and their properties.

For instance, Figure 1 (left) shows the prediction of station 201 from the model 1−1
during Oct 2014, together with the ground truth. Figure 1 (right) gives the empirical
distribution of the prediction errors.
If MBSD is performed with the prediction shown above and the quality measure
WRMAE is applied, the best (rank 1) subgroup is found with the attribute weekhour.
The corresponding attribute values are shown in Figure 2 (left). It can be seen that, since
we treat this numerical attribute as a nominal attribute (e.g. the candidate subgroups can
contain any combination of attribute values), the found attributes values look sparse.
However, there are still some patterns can be told from the figure. For instance, most
of the attribute values are located around the night of each day. Figure 2 (right) gives
the empirical distribution of the prediction errors within the subgroup. Comparing to
Figure 1, here the distribution of errors has a significantly higher variance, which indicates a higher MAE. Figure 3 (left) shows the best subgroup found with the quality
measure WRMNAE. Since WRMNAE can be seen as a negative version of WRMAE,
it can be seen the best subgroup with WRMNAE is the compliment of the best group of
WRMAE.
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Station 201 with model 1-1October
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MAE = 2.7514
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Fig. 1: The prediction of station 1 from the model short (left), and the empirical distribution of errors (right).
Rank WRMAE(WRMNAE)
WRMOE
WRMUE
1
weekhour
weekhour
weekhour
2
hour
full profile 3h diff bikes
hour
3 full profile 3h diff bikes
windMaxSpeed
day
4
day
hour
full profile 3h diff bikes
5
full profile bikes
windDirection
full profile bikes

Table 2: The description attributes for top-5 subgroups with each quality measure.

Similarly, we can also find subgroups with the quality measure WRMOE and WRMUE. The results (attribute values of the best subgroup and error distribution within the
subgroup) of WRMOE and WRMUE are given in Figure 4 and Figure 5 respectively.
It can be seen for all the 4 quality measures the best subgroup is described by the
attribute weekhour. However, the description attributes for top-q subgroups can vary
with different quality measures. The description attributes for top-5 subgroups with
each quality measure is given in Table 2.
In general, MBSD can be used to find the deviated prediction patterns in a given
data-set. For the regression models, MBSD is set to use one attribute to describe the
data points that the base model tends to predict well/not well. Therefore, each attribute
used by the subgroups can be seen sharing some non-linear correlation to the model’s
prediction. This is similar to an attribute selection (e.g. regularisation), but in a nonlinear form.

4

Model Reuse with MBSD

In this section we will introduce how to reuse trained models with MBSD. The general
idea is, for each deploy context, we can select a bunch of trained models according to
their performance. Then with MBSD, we can further detect the (pattern of) data points
that the previous models predict well / not well, which can be seen as a sub-context. A
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Station 201 with model 1-1, WRMAE
MAE(G) = 4.5534
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Fig. 2: The best subgroup found with the quality measure WRMAE (left), and the empirical distribution of errors within the subgroup (right).
Station 201 with model 1-1, WRMNAE
MAE(G) = 1.5434
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Fig. 3: The best subgroup found with the quality measure WRMNAE (left), and the
empirical distribution of errors within the subgroup (right).

number of sub-models are then selected just for these data points. The final prediction
is hence estimated by averaging the prediction from the base models and sub-models.
4.1

Baseline Method 1

The first base line method is, for each deploy context, to simply select one model from
the 1200 trained models (200 stations, 6 models per station) that has the lowest MAE
on the test station.
4.2

Baseline Method 2

The second base line method is, for each test station, to rank the 1200 trained models
according to their MAE on the test station. The final prediction is hence the average of
the prediction of the top-n models (the selected models are referred as base models):
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Station 201 with model 1-1, WRMOE
MAE(G) = 3.9921
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z = ŷ − y

Fig. 4: The best subgroup found with the quality measure WROE (left), and the empirical distribution of errors within the subgroup (right).
Station 201 with model 1-1, WRMUE
MAE(G) = 4.6019
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Fig. 5: The best subgroup found with the quality measure WRUE (left), and the empirical distribution of errors within the subgroup (right).

n

yˆni =

j
(x)
∑ fbase

(6)

k=1

Baseline method 2 can be seen as a special case of Bootstrap aggregating (bagging),
as each station can be treated as a bootstrap of a mixed context (the data-set of all bike
stations).
4.3

MBSD-reuse method

The proposed method is to use MBSD to find the top q subgroups (subgroups described
by q attributes) for each base model in the previous method. Then a sub-model is selected according to the MAE within the subgroups:
j
fsub
= argmin f

g j (di ) · |yi − f (xi )|
Gj

(7)
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Fig. 6: The error curve for station 1 to 10 (Station-orientated), with top q subgroups
adopted for each quality measure.

To combine the predictions from both the base models and sub-models, here the
strategy is to use the base models for the data points that are not covered by the subgroups, and use the average of base models and sub-models for the data points within
the subgroups. For the jth base model, the mixture model can be given as:

j
(xi ) =
fmix

j
j
fbase
(xi ) + g j · fsub
(xi )
1 + g j (di )

(8)

For the case that there are multiple subgroups (hence multiple sub-models) for each
base model (with different rank or different quality measures), the mixture model (with
K different subgroups) can be given as:

j
(xi ) =
fmix

j,k
j
(xi ) + ∑Kk=1 g j,k · fsub
(xi )
fbase
K
1 + ∑k=1 g j,k (di )

(9)

Again, we can get the final prediction by averaging the top-n mixture models:
n

yˆni =

j
(xi )
∑ fmix

j=1

(10)
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Fig. 7: The error curve for station 226 to 275 (Station-orientated), with top q subgroups
adopted for each quality measure.

5

Experiments

With respect to the experiments, the training data is fixed to be the data of 275 stations
during Oct 2014. For testing data, the full year data of station 1 to station 10 and the
3-month data of station 226 to station 275 will be used. In the first experiment (Stationoriented), each station is seen as a deploy context. In the second experiment (Nonstation-oriented), each group of station (1 to 10, 226 to 275) is seen as a deploy context.
In both experiments, the performances will be compared among 9 methods: 1) base
method 1, base method 2, MBSD-WRMAE reuse, MBSD-WRMNAE reuse, MBSDWRMOE reuse, MBSD-WRMUE reuse, MBSD-3-mixuture reuse (WRMAE, WRMOE,
WRMUE), MBSD-3-mixture reuse (WRMNAE, WRMOE, WRMUE), MBSD-4-mixture
reuse. A number of up to top 16 subgroups will be used in the prediction, and up to 512
base models are selected and averaged for each deploy context.
The station-oriented error curves for station 1 to station 10 and station 226 to station
275 are given in Fig 6 and Fig 7 respectively. The non-station oriented error curves for
the two groups of stations are shown in Figure 8 and Fig 9 respectively.
With respect to the station-oriented approach, it can be seen that the baseline method
2 generally beats baseline method 1. This indicates that, when the training data of the
deployment context is limited, to select a bunch of trained models to get the average can
potentially help reduce the prediction error. As previously discussed, in this scenario
each station can be treated as a bootstrap, the baseline method is hence similar to using
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Fig. 8: The error curve for station 1 to 10 (Non-station-orientated), with top q subgroups
adopted for each quality measure.

the bagging strategy. However, for this approach an important issue is to decide the
number of models to be averaged, as it tends to over-fit quickly this number gets larger.
For the proposed methods, the figures show that the method MBSD-WRMNAE
generally gets the best performance except in one case, where only the top 1 subgroup
is used to predict the group station 1 to 10. The reason behind the good performance of
MBSD-WRMNAE can be linked to the error distributions given in the previous section.
As Fig 3 (right) shows, only with the quality measure WRMNAE, the error distribution
is still close to a Gaussian distribution with 0 mean, but with less variance than in the
population. The subgroup can hence be seen as a less noisy context, which helps the
regression model to capture better parameters. On the other hand, it can be seen, especially with large q, the proposed methods tend to reduce the effect of over-fitting from
baseline method 2. This is mainly because these methods are designed to fit a better
model for the data points that are not well predicted by the base models. Therefore,
the effect will become more significant when the number of q gets larger, as more submodels are involved in the prediction. This makes the choice of number of averaged
models less problematic.
With respect to the non-station-orientated method, the first interesting observation
is that, for both groups, the MAE of baseline method is significantly lower than in the
station-orientated approach. This indicates that to treat a set of stations as the deploy
context can potentially help to get better performance. This also means that the attribute
station might not be the best attribute to separate (describe) the deploy context. The
second observation is that the baseline method 2 generally has a higher MAE than the
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Fig. 9: The error curve for station 226 to 275 (Non-station-orientated), with top q subgroups adopted for each quality measure.

baseline method 1 in the non-station-orientated approach. One possible reason could
be that, since now the training data is mixed with different stations, simply select base
models according to MAE can cause a significant over-fitting and hence lower down
the performance of the averaged prediction.
Since all the proposed methods are essentially based on the baseline method 2,
although they generally perform better than the baseline method 2, their MAE is still
higher than baseline method 1. However, with the case that q = 16, it can be seen both
MBSD-WRMNAE and MBSD-3-mixture (WRMNAE, WRMOE, WRMUE) can still
reach a MAE lower than the baseline method 1.

6

Conclusion

This paper investigates how SD can be adopted for model reuse. A variation of SD,
called Model-Based Subgroup Discovery is used to detect the predictive patterns (subgroups) of the trained models in the new context. A set of sub-models are then selected for these subgroups to construct a mixture model. The experiments show that our
proposed method can reduce the MAE of regression models and potentially stop the
over-fitting of averaged models.
One further research direction is to develop a model ensemble algorithm with MBSD.
Since in this paper some trained models are provided, a more interesting research task
is hence to start from preparing the base models that can be further reused. So that the
algorithm can finish the whole model reuse procedure.
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Prediction
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Abstract. We present a solution to the MoReBikeS challenge in ECML
PKDD 2015 conference by analysing data from different aspects, by visualising latent patterns, by building a set of features. The proposed model
is accurate, efficient yet easy to implement.

1

Introduction

During the development, we consider it necessary to know an answer about the
following issues:
– Which features are informative and which are noisy?
– How do they affect the target value?
– How to make the best use of them?
There are two parts of this solution for MoReBikeS challenge, one is reconstruction of the feature space and another is the regression.
As the task is to predict the number of bikes of a station three hours in
advance, so a regression algorithm is needed to learn the mapping between target
value and features, in this part an SVR model is deployed.
The critical part is feature reconstruction, better features can improve the
performance of a simple regression model significantly, so based on the analysis
and visualisation of given features, a new feature space has been generated for
regression.

2
2.1

Feature Selection and Representation
Raw Features

There are 24 given features in total which can be divided to 4 categories.
1. Facts of stations. The facts of stations provided in the data set include
the station ID, the latitude, the longitude and the number of docks in that
station. All these properties for one station do not change over time.

2. Temporal information. The timestamp of a data entry consists of eight
fields: ”Timestamp” in terms of seconds from the UNIX epoch, ”Year”,
”Month”, ”Day”, ”Hour”, ”Weekday”, ”Weekhour”, and ”IsHoliday” which
indicates whether the day is a public holiday. These features are giving overlapping temporal information, we only need a subset of them to represent a
time point. As shown in Figure 1, the ”Timestamp” is actually including in-

Year

Day
Weekday

Timestamp

IsHoliday

Weekhour
Month

Hour

Fig. 1: Relations between Temporal Features
formation of ”Year”, ”Month”, ”Day”, ”Hour”,”Weekday” and ”Weekhour”,
whereas ”Weekday” and ”Hour” also can be deduced by ”Weekhour”. Only
”IsHoliday” is independent to any of others.
3. Weather. This set of features include ”windMaxSpeed”, ”windMeanSpeed”,
”windDirection”, ”temperature”, ”relHumidity”, ”airPressure”, ”precipitation”. One major observation of weathers is that all the values of all the
seven fields share among all stations.
4. Counts and their statistics. This set of features relates to the target
value directly. First of all, ”bikes 3h ago” gives the target value of the 3hour-earlier time point at a station. The full profile features use all previous
data points of the same ”Weekhour” to obtain long term statistics for each
”Weekhour” in each station, accordingly the short profile features only use
at most four previous data points to obtain short-term statistics. The longterm statistics of the 200 old stations only have very small changes over time
in contrast to the short-term ones.
2.2

Selection of Features

1. Features to remove:
– ”Year” and ”Month”: ”Year” and ”Month” are fixed to October 2014 in
the training data set, there is nothing to learn from them.
– ”Timestamp”: accordingly ”Timestamp” is too general to distinguish different temporal information and has too many possible values to clearly
indicate similarity between different time points.

– Full profile features: the actual meanings of full profile features are different from 200 old stations to 75 new features, because the historical
data used to calculate the long term statistics are spanning over 2 years
for the 200 old stations but only several weeks for the new 75 stations.
2. Features to keep:
– ”IsHoliday”: this feature doesn’t overlap with any other temporal features(Figure 1) and gives extra information in addition to the timestamp.
– ”Day”: since ”Timestamp” is already removed, ”Day” has become a
temporal feature without any alternative and probably includes some
periodical information.
– Bikes of 3 hours ago and short profile features: unlike long term statistics,
these features of 75 new stations are aligned with the 200 old stations,
so they can be very informative.
– Temperature: the existing linear models only keep temperature among
seven weather features, which implies it is a useful information.
3. Features to keep or remove:
– Facts of stations: these features provide characteristics of a station, as
they do not change over time, so they can only provide static knowledge
about a station, but they might be useful to recognise the pattern of a
certain station.
– ”Weekday+Hour” or ”Weekhour”: although ”Weekhour” is a general
representation of ”Weekday+Hour”, it emphasises the difference between
every hour in one week, while the ”Weekday+Hour” can represent two
types of differences: ”Weekday” differs or ”Hour” differs. It needs further
analysis to decide which representation is more appropriate for this data
set.
– Other weather features: it is not clear whether these weather features
are signals or noises before further analysis.
2.3

Visualisation

The provided statistical features use ”Weekhour” as the criteria to choose time
points, it implies ”Weekhour” may have a strong effect on the target value.
Therefore, we visualise the target of each station at different week hours to
capture latent knowledge of the data.
Below figures give overall prospects of all stations in various hours and weekdays. The ”+” marks the location of a station, the circle around it indicates
how many bikes in that station in 3 hours later, the radius of a circle has been
normalised by number of docks of that station.
Figure 2 shows four chosen hours in a Wednesday. Obviously the bike storage
in that city is stable during night and most bikes are stored in stations near the
north and south edges(Figure 2 (a) and (b)), these areas are probably the popular
residential areas of the city. In contrast, most bikes have been transferred to the
centre of the city in a typical working hour(Figure 2 (c)), and in an off-work
hour bikes are spread over the city(Figure 2 (d)).

(a) Wednesday 0:00

(b) Wednesday 7:00

(c) Wednesday 10:00

(d) Wednesday 16:00

Fig. 2: Different hours on Wednesday

Concerning the doubts between ”Weekday+Hour” and ”Weekhour”, we need
some comparison between different temporal categories. Figure 3 gives overall
prospects of same hours in the daytime of a Saturday and Monday. At 10:00
on Saturday(Figure 3 (a)), there are still a number of bikes stored in residential
areas and stations in the city centre are nearly empty, and at 16:00(Figure 3 (b))
a new hot spot emerges, quite a lot of bikes have been moved to the east edge of
the city. These two hours have completely different properties comparing to the
same hours on Wednesday. On the contrary, the two hours on Monday(Figure 3
(c),(d)) are very similar to those on Wednesday(Figure 2 (c),(d)). They clearly
have a mutual pattern and it is easy to understand: Monday and Wednesday are
both working days.
Conclusions from visualisation results:
• Two time-points with different hours in the same weekday are not necessarily
more similar than different hours in different weekdays.

(a) Saturday 10:00

(b) Saturday 16:00

(c) Monday 10:00

(d) Monday 16:00

Fig. 3: Same hours in different weekdays
• Two time-points with the same hour in different weekdays are not necessarily
more similar than different hours in different weekdays.
So it is clear now that ”Weekday” + ”Hour” may indicate false similarity between
time points whereas ”Weekhour” can avoid such errors without losing useful
information.
The visualisation results also indicate that there are different behaviour patterns underlying different groups of stations, such as the behaviour of stations
near north and south edges are similar, but very different with the stations in the
city centre. So it could be helpful to recognise patterns in groups, the method
to do so will be introduced later in section of fast test. Accordingly the facts
of stations (station ID, longitude, latitude, the number of docks) are not the
criteria to identify a group, hence we can remove them from the feature space
as well.

2.4

Feature Representation

How to represent these selected raw features is another important aspect of
reshaping the feature space. There are two simple but powerful methods applied
in this task.
1. Vectorisation
In this context the two selected temporal features(”Day”, ”Weekhour”) are
categorical variables, according to the visualisation results the distance calculated by their numerical values certainly can not represent the similarity
between two time points. Vectorisation is a common choice for such problem,
each value of a categorical feature is transformed to a bit in a binary vector.
After this transformation, ”Day” and ”Weekhour” have generated 199 new
features.
2. Normalisation
The profile features are counting numbers of bikes and they have different
upper limits due to various capacities of stations. These features can be
normalised by number of docks of each station so that they are comparable
between all stations:
fk (t)
fˆk (t) =
Nk (t)

(1)

fk (t) represents one of the following profile features of station k at time t:
· ”bikes 3h ago”
· ”short profile bikes”
· ”short profile 3h diff bikes”
Nk (t) is the number of docks of station k at time t.
So far we have selected and reconstructed temporal features by visualisation and
vectorisation, also transformed profile features by normalisation. The remaining
uncertainty about weather features will be pinned down by feature filtering during tests.

3

Regression Model

To perform the regression task, there are abundant options to choose a regression
model, like Linear Regression, Gaussian Process Regression, Nearest Neighbour
Regression, Support Vector Regression and Neural Networks, etc.. Considering the prediction performance and computational complexity, Support Vector
Regression(SVR) is a safe and handy choice here. It’s probably not the best
regression model for this task, however, it is capable of performing well.
The deployed SVR model is implemented by scikit learn [3] and it is an
Epsilon-Support Vector Regression model [1]. The chosen kernel function is sigmoid kernel function [2]:
Kij = tanh(γxTi xj + c0 )

(2)

Where xTi xj represents the inner product of 2 data points.The parameters of
this SVR model are chosen by the fast tests which will be introduced in later
section:
C = 2,  = 0.02, γ = 0.25, c0 = −1

(3)

To align with normalised profile features and to fit the sigmoid kernel better,
the target value is transformed by below equation for training the SVR model:
ν̂k (t) =

νk (t − 3h)
νk (t)
−
Nk (t) Nk (t − 3h)

(4)

Where νk (t) is the number of bikes at time t in station k; Nk (t) is the number of
docks at time t in station k. This equation can be simplified when the number
of docks of a station does not change over time, i.e. there exist a positive integer
Nk such that Nk = Nk (t) for all t ∈ R+ , which is the case in our data.
ν̂k (t) =

4
4.1

νk (t) − νk (t − 3h)
Nk

(5)

Testing and Evaluation
Fast Test

As the computational cost of training the SVR model by all data points is quite
expensive, only using partial data to build the SVR model can reduce the cost
efficiently. The idea of the fast test is to use data of K neighbours of a certain
station n to train an SVR model and then test it on data of the station n.
According to the visualisation result, there are different behaviour patterns
underlying different groups of stations, so we can obtain a group for a certain
station by identifying its neighbours with similar behaviour. The neighbours are
obtained by ranking euclidean distances between stations, the target value of
each time point of a station is treated as a feature, as there are 745 time points
of each station, then the euclidean distance is calculated in a feature space with
745 dimensions, and if there are missing values of some time points, the mean
value of all time points of that station will be used instead.
More neighbours means more data points and a robuster regression model,
meanwhile more data points also increase computational complexity for both
training and testing vastly. Setting the number of neighbours K to 10 can give a
reasonable performance with considerable reduction of computing expense. Here
the reasonable performance means it is better than the average performance
obtained from the existing linear regression models.
4.2

Validation

There are two datasets used to validate optimisations of the model, one is the
data of 75 new stations in October 2014, another is the data of 10 old stations

in November, December and January from 2012 to 2014. The reason to do so
is that the test data is from 75 new stations in November, December 2014 and
January 2015, such validation sets could avoid overfitting on a certain month
or certain stations. Only those changes which can improve the performance on
both validation sets will be adopted.
The hyper-parameters of the SVR model are selected by this validation strategy. The weather features are filtered out one by one through such validation
as well, each time we remove a weather feature to see whether the performance
become better or worse, if it has become worse, we keep this feature, otherwise,
we just remove it.
4.3

Online test

As we have submission opportunities for the online test by a small set of test
data, these test results provided important feedback about the model, such as
the SVR model trained by all data points is more robust than those trained by
neighbours, the importance of ”Weekhour” is consistent with our analysis, the
full profile features are confusing the model, etc.. The comparison between some
attempts is shown in Table 1.

Table 1: Comparison between Online Test Results
MAE
2.625
2.612
2.52
2.496
2.46
2.37

4.4

Size of Training Set
Feature Options
K
”Weekhour” ”Weekday”+”Hour” Full Profiles
20
X
X
20
X
X
20
X
275
X
X
275
X
275
X

Final Model and Full Test

The final model for this challenge is decided eventually with following features:
1. ”IsHoliday”, ”Day”, ”Weekhour”: vectorised.
2. ”bikes 3h ago”,”short profile bikes”,”short profile 3h diff bikes”: normalised
by equation (1).
3. ”temperature”.
The SVR model is as described in section 3 and the training set is data of
275 stations in October 2014.
The MAE(Mean Absolute Error) score of the final model on full test data is
2.051. Since all online tests included vectorisation, so we have tested the same

combination of features without vectorisation on the full test data as well, the
MAE score is 3.519. It appears the vectorisation plays a key role in this model
to boost the performance.

5

Conclusion

The deployed methods are quite simple and easy to apply. The main idea is to
extract important information from given features and then build new features
upon them to optimise the feature space for regression. The performance highly
relates to how well the feature space represents patterns underlying the data.
The disadvantage of the final model is that new features are not obtained automatically by learning algorithms, and the computational cost is still high which
might be improved by a better sampling method to shrink the training set or a
faster regression algorithm instead of SVR.
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Abstract This paper describes the methodology used for ECMLPKDD
2015 Discovery Challenge on Model Reuse with Bike Rental Station Data
(MoReBikeS). The challenge was to predict the number of bikes in the new
stations three hours in advance. Initially, the data for the first 25 new
stations (station 201 to 225) was provided and various prediction methods
were utilized on these test stations and the results were updated every week.
Then the full test data for the remaining 50 stations (station 226 to 275) was
given and the prediction was made using the best method obtained from the
small test challenge. Several methods like Ordinary Least Squares, Poisson
Regression, and Zero Inflated Poisson Regression were tried. But reusing
the linear models learnt from the old stations (station 1 to 200) with lowest
mean absolute error proved to be the simple and effective solution.

1 Introduction
Majority of the knowledge intensive application areas have a high chance of
operating context variation. The reuse of the learnt knowledge might play a
critical importance in generalizing the notion of the operating context. In this
ECMLPKDD 2015 Discovery Challenge, the bike rental stations located in
Valencia are considered. The objective is to predict the number of bikes available
in each new stations (Station 201 to 275) three hours in advance. There are at least
two use cases given for such predictions [1]. First, a user plans to rent (or return)
a bike in 3 hour time and wants to choose a bike station which is not empty (or
full). Second, the company wants to avoid situations where a station is empty or
full and therefore needs to move bikes between stations. The data set consisted of
all the necessary details like location, time, weather and profile of bike availability
for model building and prediction.

2 Methodology
In order to make a successful prediction, the information about the current status
in the station, the weather condition and the time period at which the stations
would be empty or full were considered along with the profile of bike availability
in each station which was learnt from the historical information. This is because
the quality of the prediction can be the increased by collecting more historical
information. Considering all the above given information, various methods like
Ordinary Least Squares, Poisson Regression and Zero Inflated Poisson
Regression were tried.

Apart from the above information, the linear models developed for old stations
(station 1 to 200) based on the training dataset and their respective MAE values
were available. After trying out various methods for prediction, the idea of reusing
these models learnt from the old stations (station 1 to 200) to predict the number
of bikes in the new stations (station 201 to 275) provided the best solution based
on the MAE value. The selection of best models for the new stations and
prediction of results is discussed in this section.
2.1 Model Extraction and Prediction
There were 7 base models available and in addition to that, 6 trained models were
provided for each of the 200 old stations. As the deployment data for stations 201
to 275 was given, all the given linear models were utilized for predicting the
number of bikes in each of the stations 201 to 275. The model with less Mean
Absolute Error (MAE) was selected as the best model for a particular station. This
process continued for selecting the best model for all the new stations (201 to
275).
In some cases, the prediction results were negative or it exceeded the maximum
limit of the bikes that can be accommodated in a station. To overcome this
problem, a constraint was added in such a way that whenever the result is negative,
the predicted value is reset to zero and whenever the result exceeded the maximum
limit, the value is reset to the number of docks at that station. So, this helped in
reducing the MAE value further. Also, in some stations, the extraction algorithm
came up with two or more models with the same MAE values. In those cases, only
the first model was selected.
After the extraction algorithm selected the best models for each of the new
stations based on the given criteria, the number of bikes in each station for the
leaderboard data set were predicted using the extracted models. The same set of
constraints were applied to avoid negative values and over fitting during
prediction. The R software was used for model extraction and prediction. The
MAE values for the small test challenge using this strategy was 2.502 and the
MAE values for the full test challenge turned out to be 2.067.

3 Other Methods Tried For Prediction
Initially, before reusing the given linear models, new models were built with the
deployment data for the stations 201 to 275. The different approaches used for
building the models and their results are discussed in this section. The Minitab
and R software is used for this purpose. As the test statistics and graphs for all
stations cannot be included in this paper, a sample station data is chosen for
illustration and understanding. Similar procedures were adopted in building
models for all the other stations.
3.1 Ordinary Least Squares Method
After cleaning the given dataset, the first model was built using all the regressors
under consideration. A thorough analysis of this full model, including residual
analysis and multicollinearity check was done. Also, the scatter plot was used to
study the relationship between the regressor and response variable. From the
model summary, there was severe collinearity problem between the regressors.
Also, the test statistics showed that only few variables significantly contributed to
the model. The scatter plot of those variables is shown in Figure 1. The variable

‘y’ denotes the number of bikes. The variables x20, x21, x23 and x16 denotes
bikes 3 hours ago, full profile bikes, short profile bikes and temperature
respectively. The coefficient of determination value was not satisfactory and the
PRESS (prediction sum of squares) statistic was large, making the model doubtful
for prediction purposes.

Fig.1. Scatter plot for the initial model

The residual plot for the initial full model is shown in Figure 2. The normal
probability plot shows some deviations at the upper and lower tails. This might
be due to the reason of existence of many zeroes in the response variable. The
residual plot (deleted residuals versus the fitted values) shows a significant double
bow pattern, violating the assumption of constant variance. Also, there are some
outliers noticed from the residual versus observation plot.

Fig.2. Residual plot of initial full model

To explore about the outliers, the values of ordinary residuals, studentized
residuals, leverage (HI1), Cook’s distance, DFFIT were collected. Though some
outliers were observed, no influential points were noticed which was confirmed
from the cook’s distance. Since the reason for the unusual observations were not
explicit, these observations were not removed and included for modelling.
In order to identify the regressors that were contributing to the model, the
subset regression was done. The Mallows Cp and R-squared values were used in
determining the best set of regressors. Care was taken to choose less number of
regressors with low Cp and high R-squared value. Also, the stepwise regression,
forward selection, backward elimination techniques were used. The alpha values
for entering and removing the variables were set at 0.1 and 0.2 respectively.
Finally, the regressors that significantly contributed to the model were identified.

After selecting the best subset of regressors, the analysis was carried out once
again. The multicollinearity problem disappeared which was confirmed from the
Variance Inflation Factor (VIF) values (less than 5). The PRESS statistic showed
drastic improvement. Also, the significance of the regressors was examined.
The residual plot for subset regression is shown in Figure 3. Though the model
improved slightly, there is a problem with normality assumption. The residual plot
does not show any improvement as the double bow pattern still exists. This
strongly suggested a need for variance stabilizing transformation of the variables
along with the addition of polynomial and interaction terms for further
improvement.

Fig.3. Residual plot of subset regression

All the possible sets of transformations (from square root to inverse) were tried
on the response and regressor variables. Also, the models with polynomial terms
and interaction terms were built. Finally, the logarithmic transformation of the
regressor variables was tried and regressed against the response. This logarithmic
transformation was a good choice for the model since the data involved historical
information.
The ANOVA table provided all the necessary test statistics. The regressors that
contributed significantly to the model were identified. There was an evidence of
lack of fit for some models but it did not affect much. The PRESS statistic was
low but the R-squared value dropped further. There were no traces of
multicollinearity and the model seemed perfect.
The residual plot for final model is shown in Figure 4. The normal probability
plot still needs some improvement but the variance is much stabilized. There is
no pattern evident from the residual plot.

Fig.4. Residual plot of final model

3.2 Poisson Regression
In order to improve the model further and make it useful for prediction, the
Poisson Regression was tried. The reason for choosing Poisson regression was
that the response variable involved counting the number of bikes, which was
discrete. The log link was particularly attractive for Poisson regression as it
ensured that all of the predicted values of the response variable will be
nonnegative.
The initial full model was fitted with Poisson regression. This model seemed
to be good when compared to the final model built using the ordinary least square
method. There were some regressors which were not significant, noticed after
examining the test statistic and also their regression coefficients were negligible.
The Poisson regression along with the stepwise selection of regressors was
done in order to obtain the best subset of regressors. The final set of regressors
seemed to be almost the same as in case of ordinary least squares method. The
test statistic summary was used to understand the significance of regressors. The
R-squared value improved slightly for this initial model. The Akaike Information
Criteria (AIC) was also high, which denoted the expected entropy of the model
was maximum. The key insight provided by the AIC value is similar to R-squared
adjust and Mallows Cp. The multicollinearity problem was studied from the VIF
values. The standard residuals, studentized residuals, cook’s distance, leverage
values were examined
The Goodness of fit test provided the value of deviance with its significance.
The ratio of deviance to the degree of freedom value was near to unity. The
Pearson chi squared test value was also small with larger p-value indicating that
the fit was significant. Also, the partial deviance test indicated that all the selected
regressors were significant to the model.
The residual plot for the Poisson regression is shown in Figure 5. The upper
tail of the normal probability plot seems to be good but there is some problem
with the lower tail. Also, the assumption of constant variance is violated, observed
from the plot of deleted residuals versus fitted values. There is a nonlinear pattern
observed in this plot indicating a need for transformation and higher order terms.

Fig.5. Residual plot for initial model of Poisson Regression

Various transformations were tried out and the final combination of variables
was found. The natural log link function was used and the logarithmic
transformation of the regressors proved to be good. All the test statistics were
examined once again. Finally a better model when compared to all the previous
models was obtained.
The deviance table provided all the necessary test statistic. There were no
traces of lack of fit. The error values were low and no traces of multicollinearity

was observed from VIF values. The Confidence Interval limits were shrunken,
which was good. The R-squared value was good and the model seemed to be
perfect. The residual plot for the transformed model is shown in Figure 6.

Fig.6. Residual plot after transformation

The upper tail of the normal probability plot is good but there is still a problem
at the lower tail. But the assumption of constant variance is satisfied as observed
from the plot of deleted residuals versus fitted values. The values of the residuals
are distributed within a range of 4 (+2 to -2). There is no pattern observed from
the plot and the model has improved a lot when compared to the previous models.
Only thing that troubled much is the lower tail of the normal probability plot.
The presence of excess zeroes in the response than usual observations could have
resulted in larger residuals in the prediction. The existence of these excess zeroes
also caused trouble in fitting the model. So, in order to overcome this problem,
Zero Inflated Poisson Regression was tried.
3.3 Zero Inflated Poisson Regression
As there were excess of zeroes when examining the response data, there arose a
doubt that some of the zeroes might be inflated. So, in order to solve this problem,
the Zero Inflated Poisson Regression was tried. The glm2, ggplot and pscl
packages were used for zero inflated poisson regression in R software. Finally
two models were generated, one for the count model and other for the inflated
zeroes.
The best subset of regressors were selected and the model was built and
analyzed. The pearson residual was low. The R-squared value was similar to
poisson regression and also prediction sum of squares statistic was small relative
to the other methods. Apart from that, the log likelihood values were large enough
with good significance, indicating that one or more of the regressors in the subset
contributed significantly to the model. There was no evidence of lack of fit and
multicollinearity. The count model seemed to fit the data well. From the zero
inflated model, the various factors that contributed towards inflation of zeroes
were identified.
The normal probability plot (Q-Q plot) and the residual plot was studied. The
normal probability plot improved further when compared to the previous methods.
The residual plot did not have any problem apart from some outliers as shown in
Figure 7.

Fig.7. Deviance Residual plot of initial model

To improve the model further, transformation of the variables was done and
the results of the transformed model was studied. The results obtained after the
transformation and addition of interaction terms improved the model further. All
the test statistics similar to the poisson regression model were checked. The
normal probability plot and the residual plot is shown in Figures 8 and 9
respectively. The Zero Inflated Poisson model had only less number of terms and
found to fit the given data well. The validation of regression models is discussed
in the next section.

Fig.8. Normal probability plot of the transformed model

Fig.9. Deviance Residual plot of the transformed model

4 Validation of Regression Models
After the final model is built, it has to be validated to check whether the model is
adequate for prediction. Model validation is directed towards determining if the
model will function successfully in its intended operating environment.
Initially the new models were built based on the deployment data for the month
of October 2014. As the data for the next month was not available, data splitting
technique was used for validation. But the prediction capability of the model for
November 2014 was still doubtful by this method of validation. Also, the results
of the small test challenge were not satisfactory.
So, the validation approach was modified. As the training dataset for the
stations 1 to 10 were provided, the above mentioned model building approaches
were tried on the training dataset for October 2013 and MAE values were
calculated by predicting the bikes for November 2013. This method of validation
seemed to be a good approach and it revealed some interesting facts. The model
without transformation and addition of interaction terms had low MAE values
when compared to a model with many terms. The model with large number of
terms fitted the given data well but in case of prediction it was overfitting the data.
Also, the leaderboard results of the small test data supported this claim. The MAE
values for the prediction using models from OLS method, Poisson Regression and
Zero Inflated Poisson Regression were 2.724, 3.068 and 2.774 respectively. The
MAE value for the models with transformation and interaction terms was larger
than the baseline value of 3.288. So the models built by transforming the
regressors and adding interaction terms did not work well for predicting the bikes
in this challenge.
Even though these methods worked well, their MAE values were still larger
than the MAE values obtained from reusing the old models, which was 2.502. So,
reusing the models seemed to provide better results as they were obtained from
the training data sets of the stations. So, this method was selected to predict the
number of bikes in the full test data.

5 Results and Discussions
Finally, the idea of reusing the linear models built from the old stations was better
than building new models for the given deployment data. This was obvious
because, the old models were obtained from the training dataset with data
collected over two years, but the deployment data was just for a month.
Though R-squared values increased after transforming the regressors and
including interaction terms, the model was not suitable for prediction, which can
be confirmed from the MAE values of small test challenge. As the number of
terms increased, there was a risk of overfitting. The model with simpler terms
worked well for this challenge. Also, the models built using the training data
predicted the results better than the newly built models with limited data. This
indicated that the models should be robust in order to account for variations in the
data. Even though the models were built for some other stations, they seem to
predict well for new stations than the models built using only the deployment data
of new stations. Also, a good validation approach should be used for choosing the
best models.
One more approach that seemed to work was modelling of error values. This
was carried out in order to reduce further variation in the selected model. This was
done by collecting the error values from fitting each new station data by reusing
the models from old stations. These error values were treated as response variable
and regressed against the new station variables to build a model. Now, the model
selected from the old stations along with the model created from the error values
were combined to form a new model for the station. In addition to this, Lasso
Regression was tried but these methods were not included for predicting the full
test set in this challenge. Also, rounding the values affected the MAE values. In
most cases, the MAE values decreased after rounding the results. But, for some
cases, rounding the values did not have much effect.
Thus, it is understood that the reuse of the learnt knowledge can play a critical
importance in generalizing the notion of the operating context.
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The challenge

Electronic taxi dispatch systems are in wide use today. These systems have
replaced the traditional VHF-radio dispatch by installing mobile data terminals
in taxis, which typically provide GPS localization information and taximeter
state. In the last couple of years, the broadcast-based radio messages for service
dispatching were replaced by unicast-based messages between the taxi central
and the selected vehicle.
In most cases, taxi drivers operating through an electronic dispatch system
do not indicate the final destination of the ride. In some cases, particularly
when the demand for taxis is higher than the taxi availability, the closest taxi
to a particular location is exactly the taxi that will end its current ride at that
location. While in broadcast-based radio dispatching this was not a problem,
in unicast-based electronic dispatching it becomes a problem, given that most
drivers do not indicate the final destination of their current ride. To improve the
efficiency of electronic taxi dispatching systems it becomes important to be able
to predict the final destination of busy taxis. The spatial trajectory of a busy
taxi could provide some hints on where it is going. Similarly, given the taxi id,
it might be possible to guess its final destination based on the regularity of prehired services. In a significant number of taxi rides (approximately 25%), the taxi
has been called through the taxi call-center, and thus the passenger’s telephone
id can be used to narrow the destination prediction based on the historical ride
data of such telephone id.
In this challenge, the goal was to build a predictive framework able to infer the
final destination of each taxi ride based on their (initial) partial trajectories. This
challenge was divisible in two different outputs: (a) the destination coordinates
(WGS84) and (b) the total trip’s travel time (counting from the service’s starting
point, in seconds). The entries were evaluated using the Mean Haversine Distance
and the Root Mean Squared Logarithmic Error, regarding the destination and
the travel time prediction problems, respectively.

2

The dataset

As training set it was provided an accurate dataset describing a complete year
(from 01/07/2013 to 30/06/2014) of the (busy) trajectories performed by all the
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442 taxis running in the city of Porto (Fig.1), in Portugal (i.e. 3Gb of data stored
in one single CSV file). These taxis operate through a taxi dispatch central, using
mobile data terminals installed in the vehicles. We categorize each ride into
three categories: A) taxi central based, B) stand-based or C) non-taxi central
based. For the first, it was provide an anonymized id, when such information is
available from the telephone call. The last two categories refer to services that
were demanded directly to the taxi drivers on a B) taxi stand or on a C) random
street.

Fig. 1. Porto city map with taxi-stands signalized

Each data sample corresponds to one completed trip. It contains a total
of nine features: trip id, call type, otigin call, origin stand, taxi id, timestamp,
day type, missing data, polyline.
Five datasets were provided for validation.
A total of two sample submission files were provided. One regarding the
destination prediction problem while the second one focusing on the travel time
prediction problem. Both always using the same output value for all samples.
For the first problem, it used the location of Porto’s main Avenue, in downtown
(i.e. Avenida dos Aliados). For the second one, the averaged travel time of all
trips in the training set was used.

3

The contest and the papers

The contest was done through Kaggle 3 . More than 700 teams have participated.
The three papers presented are the winners of each of the two subproblems (a)
3
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and (b) a third paper whose team was 7th and 3rd in subproblems (a) and (b)
respectively. Alexandre de Brébisson, Étienne Simon, Alex Auvolat, Pascal Vincent and Yoshua Bengio, all working partial/full time at MILA lab, University
of Montréal, Canada won subproblem (a) using multi-layer perceptrons, bidirectional recurrent neural networks and models inspired from memory networks.
Thomas Hoch from Software Competence Center Hagenberg GmbH, Austria
won subproblem (b) using ensemble learning combined with a spatial clustering
approach. Hoang Thanh Lam, Ernesto Diaz-Aviles, Alessandra Pascale, Yiannis
Gkoufas, and Bei Chen from IBM research, Ireland present a solution based on
trip matching and ensemble learning.
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Abstract. We describe our first-place solution to the ECML/PKDD
discovery challenge on taxi destination prediction. The task consisted in
predicting the destination of a taxi based on the beginning of its trajectory, represented as a variable-length sequence of GPS points, and
diverse associated meta-information, such as the departure time, the
driver id and client information. Contrary to most published competitor approaches, we used an almost fully automated approach based on
neural networks and we ranked first out of 381 teams. The architectures
we tried use multi-layer perceptrons, bidirectional recurrent neural networks and models inspired from recently introduced memory networks.
Our approach could easily be adapted to other applications in which the
goal is to predict a fixed-length output from a variable-length sequence.

Random order, this does not reflect the weights of contributions.
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Introduction

The taxi destination prediction challenge was organized by the 2015
ECML/PKDD conference5 and proposed as a Kaggle competition6 . It consisted
in predicting the destinations (latitude and longitude) of taxi trips based on
initial partial trajectories (which we call prefixes) and some meta-information
associated to each ride. Such prediction models could help to dispatch taxis more
efficiently.
The dataset is composed of all the complete trajectories of 442 taxis running
in the city of Porto (Portugal) for a complete year (from 2013-07-01 to 2014-0630). The training dataset contains 1.7 million datapoints, each one representing
a complete taxi ride and being composed of the following attributes7 :
– the complete taxi ride: a sequence of GPS positions (latitude and longitude)
measured every 15 seconds. The last position represents the destination and
different trajectories have different GPS sequence lengths.
– metadata associated to the taxi ride:
• if the client called the taxi by phone, then we have a client ID. If the
client called the taxi at a taxi stand, then we have a taxi stand ID.
Otherwise we have no client identification,
• the taxi ID,
• the time of the beginning of the ride (unix timestamp).
In the competition setup, the testing dataset is composed of 320 partial trajectories, which were created from five snapshots taken at different timestamps.
This testing dataset is actually divided in two subsets of equal size: the public
and private test sets. The public set was used through the competition to compare models while the private set was only used at the end of the competition
for the final leaderboard.
Our approach uses very little hand-engineering compared to those published
by other competitors. It is almost fully automated and based on artificial neural
networks. Section 2 introduces our winning model, which is based on a variant
of a multi-layer perceptron (MLP) architecture. Section 3 describes more sophisticated alternative architecture that we also tried. Although they did not
perform as well as our simpler winning model for this particular task, we believe that they can provide further insight on how to apply neural networks to
similar tasks. Section 4 and Section 5 compares and analyses our various models
quantitatively and qualitatively on both the competition testing set and a bigger
custom testing set.

5
6
7

http://www.geolink.pt/ecmlpkdd2015-challenge/
https://www.kaggle.com/c/pkdd-15-predict-taxi-service-trajectory-i
The exact list of attributes for each trajectory can be found here: https://www.
kaggle.com/c/pkdd-15-predict-taxi-service-trajectory-i/data
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2.1

3

The Winning Approach
Data Distribution

Our task is to predict the destination of a taxi given a prefix of its trajectory. As
the dataset is composed of full trajectories, we have to generate trajectory prefixes by cutting the trajectories in the right way. The provided training dataset
is composed of more than 1.7 million complete trajectories, which gives 83 480
696 possible prefixes. The distribution of the training prefixes should be as close
as possible as that of the provided testing dataset on which we were eventually
evaluated. This test set was selected by taking five snapshots of the taxi network activity at various dates and times. This means that the probability that
a trajectory appears in the test set is proportional to its length and that, for
each entire testing trajectory, all its possible prefixes had an equal probability
of being selected in the test set. Therefore, generating a training set with all
the possible prefixes of all the complete trajectories of the original training set
provides us with a training set which has the same distribution over prefixes
(and whole trajectories) as the test set.
2.2

MLP Architecture

A Multi-Layer Perceptron (MLP) is a neural net in which each neuron of a
given layer is connected to all the neurons of the next layer, without any cycle.
It takes as input fixed-size vectors and processes them through one or several
hidden layers that compute higher level representations of the input. Finally
the output layer returns the prediction for the corresponding inputs. In our
case, the input layer receives a representation of the taxi’s prefix with associated
metadata and the output layer predicts the destination of the taxi (latitude and
longitude). We used standard hidden layers consisting of a matrix multiplication
followed by a bias and a nonlinearity. The nonlinearity we chose to use is the
Rectifier Linear Unit (ReLU) [1], which simply computes max(0, x). Compared
to traditional sigmoid-shaped activation functions, the ReLU limits the gradient
vanishing problem as its derivative is always one when x is positive. For our
winning approach, we used a single hidden layer of 500 ReLU neurons.
2.3

Input Layer

One of the first problems we encountered was that the trajectory prefixes are
varying-length sequences of GPS points, which is incompatible with the fixed-size
input of the MLP. To circumvent (temporarily, see Section 3.1) this limitation,
we chose to consider only the first k points and last k points of the trajectory
prefix, which gives us a total of 2k points, or 4k numerical values for our input
vector. For the winning model we took k = 5. These GPS points are standardized
(zero-mean, unit-variance). In the case where the trajectory prefix contains less
than 2k points, there may be overlap between the beginning k and the end k
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points. In the case where the trajectory prefix contains less than k points, then
we pad the input vector by repeating either the first or the last point.
To deal with the discrete meta-data, consisting of client ID, taxi ID, date
and time information, we learn embeddings jointly with the model for each of
these information. This is inspired by neural language modeling approaches [2],
in which each word is mapped to a vector space of fixed size (the vector is called
the embedding of the word). The table of embeddings for the words is included
in the model parameters that we learn and behaves as a regular parameter
matrix: the embeddings are first randomly initialized and are then modified by
the training algorithm like the other parameters. In our case, instead of words,
we have metadata values. More precisely, we have one embedding table for each
metadata with one row for each possible value of the metadata. For the date
and time, we decided to create higher-level variables that better describe human
activity: quarters of hour, day of the week, week of the year (one embedding table
is learnt for each of them). These embeddings are then simply concatenated to
the 4k GPS positions to form the input vector of the MLP. The complete list of
embeddings used in the winning model is given in Table 1.

Table 1: Metadata values and associated embedding size.
Metadata

Number of possible values Embedding size

Client ID
Taxi ID
Stand ID
Quarter hour of the day
Day of the week
Week of the year

2.4

57106
448
64
96
7
52

10
10
10
10
10
10

Destination Clustering and Output Layer

As the destination we aim to predict is composed of two scalar values (latitude
and longitude), it is natural to have two output neurons. However, we found that
it was difficult to train such a simple model because it does not take into account
any prior information on the distribution of the data. To tackle this issue, we
integrate prior knowledge of the destinations directly in the architecture of our
model: instead of predicting directly the destination position, we use a predefined
set (ci )1≤i≤C of a few thousand destination cluster centers and a hidden layer
that associates a scalar value (pi )i (similar to a probability) to each of these
clusters. As the network must output a single destination position, for our output
prediction ŷ, we compute a weighted average of the predefined destination cluster
centers:
C
X
ŷ =
pi ci .
i=1
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Note that this operation is equivalent to a simple linear output layer whose
weight matrix would be initialized as our cluster centers and kept fixed during
training. The hidden values (pi )i must sum to one so that ŷ corresponds to a
centroid calculation and thus we compute them using a softmax layer:
exp(ei )
,
pi = PC
j=1 exp(ej )
where (ej )j are the activations of the previous layer.
The clusters (ci )i were calculated with a mean-shift clustering algorithm on
the destinations of all the training trajectories, returning a set of C = 3392
clusters. Our final MLP architecture is represented in Figure 1.
destination prediction
ŷ
centroid
(pi )i

(ci )1≤i≤C
clusters

softmax
(ei )i
hidden layer

embeddings

...

date, client, ...

trajectory prefix

metadata

Fig. 1: Architecture of the winning model.

2.5

Cost Computation and Training Algorithm

The evaluation cost of the competition is the mean Haversine distance, which is
defined as follows (λx is the longitude of point x, φx is its latitude, and R is the
radius of the Earth):
s
!
a(x, y)
dhaversine (x, y) = 2R arctan
,
a(x, y) − 1
where a(x, y) is defined as:




λy − λx
φy − φx
a(x, y) = sin2
+ cos(φx ) cos(φy ) sin2
.
2
2
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Our models did not learn very well when trained directly on the Haversine distance function and thus, we used the simpler equirectangular distance instead,
which is a very good approximation at the scale of the city of Porto:
s

2
φy − φx
+ (φy − φx )2 .
dequirectangular (x, y) = R
(λy − λx ) cos
2
We used stochastic gradient descent (SGD) with momentum to minimise the
mean equirectangular distance between our predictions and the actual destination points. We set a fixed learning rate of 0.01, a momentum of 0.9 and a batch
size of 200.

3

Alternative Approaches

The models that we are going to present in this section did not perform as well
for our specific destination task on the competition test set but we believe that
they can provide interesting insights for other problems involving fixed-length
outputs and variable-length inputs.
3.1

Recurrent Neural Networks
...

hidden layer

h

hidden states
...
h
h

...
trajectory prefix

h

embeddings

date, client, ...
metadata

Fig. 2: RNN architecture, in which the GPS points are read one by one in the
forward direction of the prefix. (The rest of the architecture is the same as before
and is omitted for clarity.)

As stated previously, a MLP is constrained by its fixed-length input, which
prevents us from fully exploiting the entire trajectory prefix. Therefore we naturally considered recurrent neural net (RNN) architectures, which can read all
the GPS points one by one, updating a fixed-length internal state with the same
transition matrix at each time step. The last internal state of the RNN is expected to summarize the prefix with relevant features for the specific task. Such
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recurrent architectures are difficult to train due in particular to the problem of
vanishing and exploding gradients [3]. This problem is partially solved with long
short-term memory (LSTM) units [4], which are crucial components in many
state of the art architectures for tasks including handwriting recognition [5, 6],
speech recognition [7, 8], image captioning [9] or machine translation [10].
We implemented and trained a LSTM RNN that reads the trajectory one
GPS point at a time from the beginning to the end of each input prefix. This
architecture is represented in Figure 2. Furthermore, in order to help the network
to better identify short-term dependencies (such as the velocity of the taxi as
the difference between two successive data points), we also considered a variant
in which the input of the RNN is not anymore a single GPS point but a window
of 5 successive GPS points of the prefix. The window shifts along the prefix by
one point at each RNN time step.

3.2

Bidirectional Recurrent Neural Networks

We noticed that the most relevant parts of the prefix are its beginning and its end
and we therefore tried a bidirectional RNN [11] (BRNN) to focus on these two
particular parts. Our previously described RNN reads the prefix forwards from
the first to the last known point, which leads to a final internal state containing
more information about the last points (the information about the first points
is more easily forgotten). In the BRNN architecture, one RNN reads the prefix
forwards while a second RNN reads the prefix backwards. The two final internal
states of the two RNNs are then concatenated and fed to a standard MLP that
will predict the destination in the same way as in our previous models. The
concatenation of these two final states is likely to capture more information
about the beginning and the end of the prefix. Figure 3 represents the BRNN
component of our architecture.
...

hidden layer

h

h

...

h

h

h

h

...

h

h

...
trajectory prefix

embeddings

date, client, ...
metadata

Fig. 3: Bidirectional RNN architecture.
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Memory Networks

Memory networks [12] have been recently introduced as an architecture that
can exploit an external database by retrieving and storing relevant information
for each prediction. We have implemented a slightly related architecture, which
is represented in Figure 4 and which we will now describe. For each prefix to
predict, we extract m entire trajectories (which we call candidates) from the
training dataset. We then use two neural network encoders to respectively encode the prefix and the candidates (same encoder for all the candidates). An
encoder is the same as one of our previous architectures (either feedforward or
recurrent), except that we stop at the hidden layer instead of predicting an output. This results into m+1 fixed-length representations in the same vector space
so that they can be easily compared. Then we compute similarities by taking the
dot products of the prefix representation with all the candidate representations.
Finally we normalize these m similarity values with a softmax and use the resulting probabilities to weigh the destinations of the corresponding candidates.
In other words, the final destination prediction of the prefix is the centroid of
the candidate destinations weighted by the softmax probabilities. This is similar
to the way we combine clusters in our previously described architectures.
destination prediction
ŷ
centroid

(ci )i

candidate destinations

(pi )i
softmax
(ei )i
dot products

(r i )i

encoder
encoder2

candidates

r
encoder 1

trajectory prefix

Fig. 4: Memory network architecture. The encoders are generic bricks that take
as input the trajectory points with metadata and process them through a feedforward or recurrent neural net in order to return a fixed-size representations r
and (r)i .
As the trajectory database is very large, such an architecture is quite challenging to implement efficiently. Therefore, for each prefix (more precisely for
each batch of prefixes), we naively select m = 10000 random candidates. We believe that more sophisticated retrieving functions could significantly improve the
results, but we did not have time to implement them. In particular, one could use
a pre-defined (hand-engineered) similarity measure to retrieve the most similar
candidates to the particular prefix.
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The two encoders that map prefixes and candidates into the same representation space can either be feedforward or recurrent (bidirectional). As RNNs
are more expensive to train (both in terms of computation time and RAM consumption), we had to limit ourselves to a MLP with one single hidden layer of
500 ReLUs for the encoder. We trained the architecture with a batch size of
5000 examples, and for each batch we randomly pick 10000 candidates from the
training set.

4

Experimental Results

4.1

Custom Validation Set

As the competition testing dataset is particularly small, we can not reliably compare models on it. Therefore, for the purpose of this paper, we will compare our
models on two bigger datasets: a validation dataset composed of 19427 trajectories and a testing dataset composed of 19770 trajectories. We obtained these
new testing and validation sets by extracting (and removing) random portions of
the original training set. The validation dataset is used to early-stop our training
algorithms for each model based on the best validation score, while the testing
dataset is used to compare our different trained models.

Table 2: Testing errors of our models. Contrary to model 1, model 2 predicts the
destination directly without using the clusters. Model 3 only uses the prefix as
input without any metadata. Model 4 only uses metadata as input without the
prefix. While the BRNN of model 6 takes a single GPS point at each time step,
the BRNN of model 7 takes five consecutive GPS points at each time step.
Model
1
2
3
4
5
6
7
8

8

9

MLP, clustering (winning model)
MLP, direct output
MLP, clustering, no embeddings
MLP, clustering, embeddings only
RNN
Bidirectional RNN
Bidirectional RNN with window
Memory network
Second-place team
Third-place team
Average competition scores9

Custom Test Kaggle Public Kaggle Private
2.81
2.97
2.93
4.29
3.14
3.01
2.60
2.87

2.39
3.44
2.64
3.52
2.49
2.65
3.15
2.77
2.36
2.45
3.02

1.878
3.88
2.17
3.76
2.39
2.33
2.06
2.20
2.09
2.11
3.11

our winning submission on Kaggle scored 2.03 but the model had not been trained
until convergence
average over 381 teams, the submissions with worse scores than the public benchmark
(in which the center of Porto is always predicted) have been discarded
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Results

Table 2 shows the testing scores of our various models on our custom testing
dataset as well as on the competition ones. The different hyperparameters of
each model have been tuned.

5

Analysis of the results

Our winning ECML/PKDD challenge model is the MLP model that uses clusters
of the destinations. However it is not our best model on our custom test, which
is the BRNN with window. As our custom test set is much larger, the scores it
gives us are significantly more confident than on the competition test set and we
can therefore assert that our overall best model is the BRNN with window.
The results also prove that embeddings and clusters significantly improve
our models. The importance of embeddings can also be confirmed by visualizing
them. Figure 5 shows 2D t-SNE [13] projections for two of these embeddings
and clear patterns can be observed, proving that quarters of hour and weeks of
the year are important features for the prediction.
The reported score of the memory network is lower than the others but this
might be due to the fact that it was not trained until convergence (we stopped
after one week on a high end GPU).
The scores on our custom test set are higher than the scores on the public
and private test set used for the competition. This suggests that the competition
testing set is composed of rides that took place at very specific dates and times
with very particular trajectory distributions. The gap between the public and

Fig. 5: t-SNE 2D projection of the embeddings. Left: quarter of hour at which the
taxi departed (there are 96 quarters in a day, so 96 points, each one representing
a particular quarter). Right: week of the year during which the taxi departed
(there are 52 weeks in a year, so 52 points, each one representing a particular
week).
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private test sets is probably due to the fact that their size is particularly small.
In contrast, our validation and test sets are big enough to obtain more significant
statistics.
All the models we have explored are very computationally intensive and we
thus had to train them on GPUs to avoid weeks of training. Our competition
winning model is the least intensive and can be trained in half a day on GPU.
On the other hand, our recurrent and memory networks are much slower and we
believe that we could reach even better scores by training them longer.

Conclusion
We introduced an almost fully-automated neural network approach to predict
the destination of a taxi based on the beginning of its trajectory and associated metadata. Our best model uses a recurrent bidirectional neural network to
encode the prefix, several embeddings to encode the metadata and destination
clusters to generate the output.
One potential limitation of our clustering-based output layer is that the final
prediction can only fall in the convex hull of the clusters. A potential solution
would be to learn the clusters as parameters of the network and initialize them
either randomly or from the mean-shift clusters.
Concerning the memory network, one could consider more sophisticated ways
to extract candidates, such as using an hand-engineered similarity measure or
even the similarity measure learnt by the memory network. In this latter case,
the learnt similarity should be used to extract only a proportion of the candidates in order let a chance to candidates with poor similarities to be selected.
Furthermore, instead of using the dot product to compare prefix and candidate
representations, more complex functions could be used (such as the concatenation of the representations followed by non-linear layers).
Acknowledgments
The authors would like to thank the developers of Theano [14, 15], Blocks and
Fuel [16] for developing such powerful tools. We acknowledge the support of the
following organizations for research funding and computing support: Samsung,
NSERC, Calcul Quebec, Compute Canada, the Canada Research Chairs and
CIFAR.

References
1. Xavier Glorot, Antoine Bordes, and Yoshua Bengio. Deep sparse rectifier neural
networks. In International Conference on Artificial Intelligence and Statistics,
pages 315–323, 2011.
2. Yoshua Bengio, Réjean Ducharme, Pascal Vincent, and Christian Janvin. A neural
probabilistic language model. The Journal of Machine Learning Research, 3:1137–
1155, 2003.

12

Artificial Neural Networks Applied to Taxi Destination Prediction

3. Yoshua Bengio, Patrice Simard, and Paolo Frasconi. Learning long-term dependencies with gradient descent is difficult. Neural Networks, IEEE Transactions on,
5(2):157–166, 1994.
4. Sepp Hochreiter and Jürgen Schmidhuber. Long short-term memory. Neural computation, 9(8):1735–1780, 1997.
5. Alex Graves, Marcus Liwicki, Santiago Fernández, Roman Bertolami, Horst Bunke,
and Jürgen Schmidhuber. A novel connectionist system for unconstrained handwriting recognition. Pattern Analysis and Machine Intelligence, IEEE Transactions on, 31(5):855–868, 2009.
6. Patrick Doetsch, Michal Kozielski, and Hermann Ney. Fast and robust training
of recurrent neural networks for offline handwriting recognition. In Frontiers in
Handwriting Recognition (ICFHR), 2014 14th International Conference on, pages
279–284. IEEE, 2014.
7. Alan Graves, Abdel-rahman Mohamed, and Geoffrey Hinton. Speech recognition
with deep recurrent neural networks. In Acoustics, Speech and Signal Processing
(ICASSP), 2013 IEEE International Conference on, pages 6645–6649. IEEE, 2013.
8. Haşim Sak, Andrew Senior, and Françoise Beaufays. Long short-term memory
based recurrent neural network architectures for large vocabulary speech recognition. arXiv preprint arXiv:1402.1128, 2014.
9. Kelvin Xu, Jimmy Ba, Ryan Kiros, Aaron Courville, Ruslan Salakhutdinov,
Richard Zemel, and Yoshua Bengio. Show, attend and tell: Neural image caption generation with visual attention. arXiv preprint arXiv:1502.03044, 2015.
10. Dzmitry Bahdanau, Kyunghyun Cho, and Yoshua Bengio. Neural machine translation by jointly learning to align and translate. arXiv preprint arXiv:1409.0473,
2014.
11. Alex Graves, Santiago Fernández, and Jürgen Schmidhuber. Bidirectional lstm
networks for improved phoneme classification and recognition. In Artificial Neural
Networks: Formal Models and Their Applications–ICANN 2005, pages 799–804.
Springer, 2005.
12. Jason Weston, Sumit Chopra, and Antoine Bordes. Memory networks. arXiv
preprint arXiv:1410.3916, 2014.
13. Laurens Van der Maaten and Geoffrey Hinton. Visualizing data using t-sne. Journal of Machine Learning Research, 9(2579-2605):85, 2008.
14. Frédéric Bastien, Pascal Lamblin, Razvan Pascanu, James Bergstra, Ian J. Goodfellow, Arnaud Bergeron, Nicolas Bouchard, and Yoshua Bengio. Theano: new features and speed improvements. Deep Learning and Unsupervised Feature Learning
NIPS 2012 Workshop, 2012.
15. James Bergstra, Olivier Breuleux, Frédéric Bastien, Pascal Lamblin, Razvan Pascanu, Guillaume Desjardins, Joseph Turian, David Warde-Farley, and Yoshua Bengio. Theano: a CPU and GPU math expression compiler. In Proceedings of the
Python for Scientific Computing Conference (SciPy), June 2010. Oral Presentation.
16. B. van Merriënboer, D. Bahdanau, V. Dumoulin, D. Serdyuk, D. Warde-Farley,
J. Chorowski, and Y. Bengio. Blocks and Fuel: Frameworks for deep learning.
ArXiv e-prints, June 2015.

An Ensemble Learning Approach for the Kaggle
Taxi Travel Time Prediction Challenge
Thomas Hoch
Software Competence Center Hagenberg GmbH
Softwarepark 21, 4232 Hagenberg, Austria
Tel.: +43-7236-3343-831
thomas.hoch@scch.at

Abstract. This paper describes the winning solution to the Taxi Trip
Time Prediction Challenge run by Kaggle.com. The goal of the competition was to build a predictive framework that is able to predict the
final destination and the total traveling time of taxi rides based on their
(initial) partial trajectories. The available data consists of all taxi trips
of 442 taxis running in the city of Porto within one year. The presented
solution consists of an ensemble of expert models combined with a spatial clustering approach. The base classifiers consist of Random Forest
Regressors where as the expert models for each test trip where based
on a combination of gradient boosting and random forest. The paper
shows how these models can be combined in order to generate accurate
predictions of the remaining traveling time of a taxi.
Keywords: taxi-passenger demand, GPS data, ensemble learning, random forest regressor, gradient boosting, spatial clustering, machine learning
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Introduction

The goal of the Taxi Trip Time Prediction Challenge run by Kaggle.com was to
build a predictive framework that is able to predict the final destination and the
total traveling time of a taxi. Due to change from VHF-radio dispatch system
to an electronic dispatch system in Porto in recent years, most drivers don’t
indicate the final destination of their current trip. With a predictive framework
the taxi central is able to optimize the efficiency of their electronic dispatch
system.
Multiple works in literature have investigated operational dynamics of taxi
services (see [2] for a survey). The goal is to use the taxi trajectories to look for
common patterns, which can be used to optimize the taxi service. For example,
Liu et al. used spatiotemporal patterns to explore driving behavior differences
⋆

The research reported in this paper has been partly supported by the Austrian
Ministry for Transport, Innovation and Technology, the Federal Ministry of Science,
Research and Economy, and the Province of Upper Austria in the frame of the
COMET center SCCH

between top and ordinary drivers [8]. The work presented in [10] uses short-term
forecast models to predict passenger demand patterns over a period of time in
order to increase the profitability of the taxi industry.
In general, the driving behavior of people is very repetitive because of daily
routines and therefore the final location of a trip can be predicted most of the
time with high accuracy [5]. On the other hand, taxi drivers serve a diversity
of passengers, and the final destination of the taxi can be anywhere in the city.
Thus, the prediction of the final destination of a taxi based on the initial trajectory is quit difficult. However, there are some patterns which most drivers
obey. For example, most taxi drivers use the fastest path to the final destination. Given only a part of the trajectory, the continuation of the track is subject
to a range of factors, including the current position, the type of the road the
taxi is (e.g. highway or not), the current time, weather conditions, and calendar
effects. Some of these factors can be inferred from the trajectory itself (e.g. speed
is an indicator if the taxi is currently on a highway), others could be derived
from the separately delivered meta data. Consequently, the task was to find high
level features which are a good representation of a partial taxi trip.

2

Problem Statement and Main Idea

The final destination of a taxi trip and also the remaining driving time depends
strongly on the last position of partial trajectory of the trip. For example, the
last known position of the taxi for trip 15 of the test set is on the highway close
to airport and it is very likely that the final position of the taxi will be at the
airport. The top left plot of Figure 1a shows the end locations of all taxi trips
(red) in the training set which cross the end position of the partial trajectory of
T15 at some point in time. The plot shows that most but not all of these trips
are indeed going to the airport. A precise prediction of the final destination as
well as for the remaining traveling time (see Fig. 1b) is feasible.
Unfortunately, not all positions are equal predictive. For trip T50 (upper left
plot in in Fig. 1), the dependency between the last known taxi position (black
dot) and the final destination (red) is not as strong as for trip T15 and therefore
only some broader tendency can be inferred. The left bottom plot shows the
final destinations for trip T312. Taxis which cross the marked position (black)
basically go to all parts of the city. A precise prediction is not feasible. Although
a closer look at the data reveals, that tracks with a certain initial length (e.g.
number of points > 30) show a clear spatial pattern (right bottom plot in Fig.
1). This is also true for the prediction of the remaining traveling time, as Fig. 1b
shows. For trip T15 the histogram of the average length of the trip to the end
position shows a clear peak, whereas for the other three trips the distribution is
much broader.
From these observations the following framework is derived. It consists of a
hierarchy of expert models where in the first layer an expert model for every
trip in the test set is generated. On the next level a combination of some base

(a) Taxi trip end positions

(b) Travel time
Fig. 1. a) Start (green) and end (red) positions of all taxi trips in the training set,
where the trip crosses the lsat known position (black) of the selected test trip. The
dotted rectangle shows the main area of Porto. b) Histogram of the total trip length
and the remaining trip length of the test trip shown in a).

models is generated and used when the size of the training set of the models in
the first layer is too small. In particular the following were trained:
– Expert models for each test trip (e.g. trained on tracks which cross the test
trip at the last known position).
– General base model: Based on a data set, where the features were extracted
from all the tracks in the training set, and longer tracks were sampled more
frequently than shorter ones.
– General expert models for short trips (e.g. only 1, 2 or 3 positions of the
initial trajectory are known).
2.1

Methodology

On many competitions on Kaggle.com as well as in the literature it has been
shown, that an ensemble of learning algorithms achieves a better performance
than any single one in the ensemble [3, 12]. The framework of this paper follows
the same approach and integrates different base models and track dependent
models for the prediction of the remaining traveling time. As base classifiers
either a random forest regression [1] or a gradient boosting regression [4] has
been used. All models are trained using a 5 fold cross-validation technique. For
both classifiers the implementation within the python package scikit-learn[11]
has been used.
The ensemble prediction is modeled as follows:
Yi (xi ) = wi Ei (xi ) +
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vij Sj (xi ) + ui B(xi )

(1)

j=1

where
– Ei (xi ) is the expert prediction for the remaining traveling time or the final
destination trained for the last position of the sample track xi , respectively;
– Sj (xi ) is the prediction of the general short trip expert classifier, trained on
all trips in the training data set using only the j first GPS positions;
– B(xi ) is the prediction of the general base model trained on sampled trips
from the data set;
– wi , vij , and ui are the corresponding weight factors.
Ideally, the weight factors are tuned on a hold out test set with Bayesian Optimization as proposed in [7]. However, because of time constrains, the weight
factors for the winning submission are set after carefully inspection of the cross
validation plots in the following (heuristic) way:
– For all test trips with a sufficient large training set for the expert model, the
prediction of the expert model was used (e.g. for the final submission to the
contest wi = 1 and vij , ui = 0 for all trips where the number of samples in
the training set was above 1000 and wi = 0 otherwise).
– For all other test trips the prediction was a blend of the different base models.
For the final submission the prediction was the average of all four models if
the trajectory length was below 15 (e.g. vij = 0.25, ui = 0.25) and otherwise
the prediction of the general base model B(xi ) with weight ui = 1.

2.2

Data Acquisition and Preprocessing

The training dataset used for this competition is available from [9]. It consists of
all the trajectories of 442 taxis running in the city of Porto within one year (from
01/07/2013 to 30/06/2014). Each taxi has an telematic system installed, which
acquires the current GPS position and some additional meta data: (1) CALL TYPE,
which identifies the way the taxi service is demanded. (2) ORIGIN CALL: Unique
id to identify the caller of the service. (3) ORIGIN STAND: Unique id to identify
the taxi stand. (4) TAXI ID: Unique id of the taxi driver. (5) TIME STAMP: Start
time of the trip. (6) DAY TYPE: Identifier for the day type of the trip’s start.
(7) MISSING DATA: Indicates if partial data of the trip are missing. A detailed
description of the dispatching system and the data acquisition process can be
found in [10]. For the time prediction task only the LATITUDE and LONGITUDE
coordinates of the taxi trips and the TIME STAMP attribute are used.
The training set contained a lot of very short trips as can be seen in the
left plot of Figure 2, which shows a histogram of the total trip length. The high
fraction of trips less than 4 does not follow the general type of the distribution, and were therefore excluded them from the analysis. Another type of error
that occurred frequently was misread GPS coordinates, which increased the cumulative trip length considerable. They were excluded by cutting of very long
distance trips. The threshold was set such that 0.1 percent of the longest trips
were removed. The remaining trips were used for the generation of the model
specific training sets.
The following features were used to describe a taxi trip in the training set.
(1) WORKING DAY: Derived from the time stamp attribute it indicates the week
day the trip started (0-6: Mon-Sun). (2) HOUR: The current hour the trip started
(from 0 to 23). (3) TRIP LENGTH: The number of GPS readings. (4) XS: Latitude coordinate of the trip start location. (5) YS: Longitude coordinate of the
trip start location. (6) XC: Latitude coordinate of the current taxi position (e.g.
cut-off location). (7) YC: Longitude coordinate of the current taxi position. (8)
DIST CC: Harversine distance from the taxi start position to the city center. (9)
DIRECTION CC: Direction from the start position to the city center (in degrees).
(10) DIST TX: Harversine distance from the city center to the current taxi position. (11) DIRECTION TX: Direction from the city center to the current position
of the taxi (in degrees). (12) CUM DIST: Cumulative distance of the taxi trajectory from start to current location. (13) MED V: Median velocity of the taxi from
start to current position. (14) VEL: Current velocity of the taxi. (15) HEADING:
Heading of the car at the current position (in degrees).
The training sets of the different models were generated as follows:
– Base model: The training set contained all trips. The current position of
the taxi was determined by randomly cut-off the trajectory in between (uniformly). The right plot in Figure 2) shows the distribution of the trip length
up to the cut-off position (blue curve) in comparison with the trip length in
the test data set (black dotted line). The number of short trips is considerable higher as in the test set, because the test set contains a snapshot of
the current network status on 5 specific time points and is therefore more

Fig. 2. Left plot shows the distribution of trip lengths. Right plot shows the trip length
of the training set after sampling. More frequent sampling of longer trips decreases the
number of short trips in the training set and the resulting distribution more similar to
the test set distribution (black dotted line).

likely to include longer trips. To correct for the different sampling mechanism, more samples were drawn from longer trips. Figure 2 shows that by
increasing the sampling frequency for longer tracks linearly with trip length,
the frequency of short trips can be reduced. The resulting distribution is
closer to the one of the test set (black dotted line).
– Expert models for short trips: For every expert (trip length is 1,2,3 or 4) a
separate training set was build using only the first few GPS readings of all
trips. For the data set which is based only on the start position (trip length
= 1), some of the features can not be calculated (e.g. velocity) and were
therefore excluded from the data set.
– Expert models for each test trip: Here a spatial clustering approach was used
in order to select all the trips which were close to the current position of the
taxi [6]. A trip in the training set was selected if there was a GPS position
in the trajectory with a distance smaller than 50m to the last known taxi
position. The trajectory up to this position was than used to calculate the
track features.

3
3.1

Results and Discussion
Taxi Trip Time Prediction

The performance of the different models is measured using the Root Mean
Squared Logarithmic Error (RMSLE) on the left out fold of the cross validation.
The RMSLE is calculated as
r n
1X
(log(pi + 1) − log(ai + 1))2
(2)
n i=1

Fig. 3. Left plot shows the cross validated prediction error of the base model as a
function of trip length. The Random Forest Regressor (RFR, blue) performs slightly
better than the Gradient Boosting Regressor (GBR, red). The predictions of the short
trip experts (blue (RFR)/red (GBR) circles) are considerably lower than the predictions of the base model. The right plot shows that models trained on a selection of the
training set with fixed trip length (cyan curve) do not perform better than the actual
base model trained on the whole data set (see text for further details).

where
–
–
–
–

n is the number of trips in the left out fold of the cross validation;
pi is the predicted time of taxi trip i in seconds;
ai is the actual time of taxi trip i in seconds;
log is the natural logarithm.

Figure 3 summarizes the result. The left plot shows the prediction error of
the Random Forest Regressor (blue curve) and the Gradient Boosting Regressor
(red curve) as a function of the initial trip length for the base model. The error
decreases fast to values below 0.3 because of the logarithmic transformation of
the predicted travel times in the error function. The prediction error is especially
high for very short trips, because very little information can be gained from the
first few points. Because of the sampling strategy used to generate the training
set for the base model, the number of short tracks is rather slow. It makes sense
to leverage the information of the whole data set by training specialist models
utilizing only the beginning of all the tracks. The prediction error of these models
is shown with blue (RFR) and red (GBR) circles in the plot. The prediction error
is considerably lower, which indicates that the classifier is able to generalize more
strongly from the increased size of the data set.
Because of the superior performance of the short trip models the question
arises whether the same performance could be achieved with the base model,
if for all the trips with the same length in the data set a single model would
have been trained. The cyan curve in the top right plot of Fig.3 shows the
predictions of these single random forest regressors. Although the training size

Fig. 4. The blue curve in the left plot shows the cross validated prediction error of the
base model (RFR) as a function of trip length. The red points show the prediction error
of a simple average prediction, if the training set is constrained on the last position of
the test trip (see text for further details). The right plot shows increase of the GBR
prediction error relative to the RFR error for the models trained on the last known
taxi position. For a training set size above 4000 (blue line) the GBR is slightly better
than the RFR.

of these individual RFR was around 106 , the RFR trained on all the data (1.6
million) performed slightly better. Thus, a higher number of data points in the
training set allows for a better approximation of the posterior distributions and
thus for a more precise prediction.
Interestingly, a different behavior was found for the experts based on the last
observed position. Since the last position of the taxi can be very indicative for
the final destination (see left top plot in 1a), it makes sense to investigate this
relationship further. A simple base line estimator for the total traveling time
would be the current traveling time plus ti the expected mean of the remaining
traveling time of all trips with the same length.
n

ŷi = ti +

1X
(yj − tj )
n j=1

(3)

Figure 4 shows in the left plot the prediction error of the base line estimators
(red) against current trip length. For comparison, the prediction error of the base
model (RFR) is added in blue. The Fig. shows nicely, that for many trips the
simple baseline estimator outperforms the base model. Unfortunately, because
of the restriction on the last position and the trip length, the data set size
is greatly reduced. Therefore the expert models were trained only on the last
position constrain.
For the base models the random forest regressor performed slightly better
then the gradient boosting regressor for all but the single position case (see
Fig.3). However, for the models trained on the end position of the trajectory the

Fig. 5. Left plot shows the cross validated prediction error of the base model (RFR)
as a function of trip length. The red stars indicate the prediction error of the base
line estimators. The right plot shows the prediction error for three last position expert
models plotted against initial trip length. At some cut-off positions a longer initial
track can lead to dramatically reduction of the prediction error (blue and red curve).
See text for further details.

gradient boosting regressor performed slightly better if the size of the training
set was above 4000 (see right plot in Fig.4). Since the difference in performance
is very small, no further investigations in this direction have been carried out.
3.2

Taxi Trajectory Prediction

The framework for the final destination prediction was the same as for the travel
time prediction. For the trips with sufficient training data the expert model based
on the last known position is used. For the other trips, the predicted position
was the weighted average of the single base models. The evaluation metric for
this task was the Mean Haversine Distance between the predicted and the true
position. It was calculated as follows:




φ2 − φ1
λ2 − λ 1
2
2
a = sin
+ cos(φ1 ) cos(φ2 ) sin
(4)
2
2
r

a
d = 2 r arctan
(5)
1−a
where φ is the latitude, λ is the longitude, r is the Earth’s radius, and d is the
distance between the two locations, respectively.
Figure 5 summarizes the result. The left plot shows the prediction error
of the Random Forest Regressor (blue curve) as a function of the initial trip
length for the base model. The error decreases fast to values below 3.0 because
very little information can be gained from the first few points. Differently to
the time prediction case, the error start to increase around a trip length of 50

because longer trips are more likely to go outside the main city center leading
to considerable higher prediction errors. Similar to the previous section, the red
stars in the left plot show the prediction error of a simple baseline estimator
trained on a selection of the training set (e.g. based on the last position and trip
length). For some test trips the predicted error decreases dramatically compared
to the base model. Further investigations revealed, that for certain trips the
initial trip length is a very strong indicator for the final destination. The right
plot of 5 shows the dependency of the prediction error on the initial trip length.
Especially for positions close to a sightseeing location, shorter trips indicate taxis
going away from it, where as longer trips are likely to end up there (see also Fig.
1a).

4

Conclusion

The remaining traveling time of a taxi depends mainly on the current position
and heading of the taxi. For some parts of the city the prediction of final destination can be very precise, for others only a tendency can be obtained. The
specific nature of the used error function in the Kaggle competition made it necessary, to predict very short trips with high precision since they were weighted
considerably higher in the final score. For the optimization of a taxi dispatching
systems, however, the very short trips are of less importance, since the information gained based on some additional observed points is high. Thus it is very
likely that there is a taxi cab close by with a considerable longer trajectory,
which allows for a more precise prediction in this case.
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Abstract Real-time estimation of destination and travel time for taxis
is of great importance for existing electronic dispatch systems. We present
an approach based on trip matching and ensemble learning, in which
we leverage the patterns observed in a dataset of roughly 1.7 million
taxi journeys to predict the corresponding final destination and travel
time for ongoing taxi trips, as a solution for the ECML/PKDD Discovery Challenge 2015 competition. The results of our empirical evaluation
show that our approach is effective and very robust, which led our team
– BlueTaxi – to the 3rd and 7th position of the final rankings for the
trip time and destination prediction tasks, respectively. Given the fact
that the final rankings were computed using a very small test set (with
only 320 trips) we believe that our approach is one of the most robust
solutions for the challenge based on the consistency of our good results
across the test sets.

Keywords: Taxi trajectories; Trip matching; Ensemle learning; Kaggle;
ECML–PKDD Discovery Challenge

1

Introduction

Taxi dispatch planning and coordination is challenging given the traffic dynamics
in modern urban cities. The improvement of electronic dispatching of taxis can
have a positive impact in a city, not only by reducing traffic congestion and
environmental impact, but also improving the local economy, e.g., by mobilizing
more customers in cities where the demand of taxis is very high.
Current electronic dispatch systems capture localization and taximeter state
from mobile data terminals installed in GPS-enabled taxis. The collective traffic
dynamics extracted from the taxis’ GPS trajectories and the stream of data collected in real-time represent a valuable source of information to understand and
predict the behavior of future trips. In particular, we are interested in improving taxi electronic dispatch by predicting the final destination and the total trip
time of ongoing taxi rides based on their initial partial trajectories. A solution to
this challenge is very valuable given that in most cases busy taxi drivers do not

report the final destination of the ride, which makes electronic dispatch planning
more difficult and sub-optimal, e.g., ideally the destination of a ride should be
very close to the start of the next one.
These two tasks, namely taxi destination and trip time prediction, are the
ones that correspond to the Discovery Challenge part of ECML/PKDD 2015 [2].
This paper details our data-driven solution to the challenge that placed our
team, BlueTaxi, in the 3rd and 7th position in the final ranking for the time and
destination prediction task, respectively.
In particular, we are given a data set with roughly 1.7 million taxi journeys
from 442 taxis operating in the city of Porto, Portugal, for a period of one year.
Besides polylines with GPS updates (at a resolution of 15 seconds), for every
taxi trip we are provided with additional information that includes the taxi id,
origin call id, taxi stand id, starting timestamp of the ride, etc. The competition
is hosted on Kaggle’s platform1 , which allows participants to submit predictions
for a given test set whose ground-truth is held by the competition organizers.
Submissions are scored immediately (based on their predictive performance relative to a 50% of the hidden test dataset) and summarized on a live public
leaderboard (LB). At the end of the competition, the other 50% of the held-out
test set, i.e., from which the participants did not receive any feedback, is used to
compute the final rankings, also known as the private LB. The challenge details
and dataset characteristics can be found in [2].
The challenge organizers explicitly asked for prediction of trip destination
and duration at 5 specific time snapshots, namely 2014-08-14 18:00:00, 2014-0930 08:30:00, 2014-10-06 17:45:00, 2014-11-01 04:00:00, and 2014-12-21 14:30:00.
Our solution is based on a simple intuition: two trips with similar route
likely end at the same or nearby destinations. For example, Figure 1 shows two
complete trips extracted from the data. Both trips ended at the Porto airport.
Although the first parts of the trips are very different, the last parts of the trips
are the same. Therefore, using the destinations of similar trips in the past we
can predict the destination of a test trip.
This simple intuition serves as the key idea behind our approach in which we
extract features (destination and trip time) from similar trips and then build a
model ensemble based on the constructed features to predict taxis’ destination
and travel time. In the next sections we detail the feature extraction process,
the predictive models of our approach, and present the experimental results that
show the effectiveness of our solution.

2

Feature Extraction

From our initial data exploration, we found that the dataset contains missing
GPS updates and erroneous information. In fact, the missing value column part
of the dataset was erroneous: most values of the column were False, even though
the records included missing information. We detected missing GPS points in the
1
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Figure 1. Two trips with different starting points but with the same destination (Porto
airport). The final part of the trajectories are very close to each other, which helps to
estimate the destination of similar trips.

trajectory by observing large jumps between two consecutive GPS updates, i.e.,
by considering distances exceeding the distance that a taxi would have travelled
at a speed limit (e.g., 160 km/h).
We also found that the trip start timestamp information was unreliable,
e.g., some trips in the test set have starting timestamps 5 hours before the cutoff timestamps of the corresponding snapshot but they contain only a few GPS
updates. Moreover, some taxi trips have very unusual trajectories, e.g., we noted
that some taxi drivers forgot to turn the meter off after completing a trip, for
instance in the way back to the city center after dropping a passenger at the
airport, such turning back trajectories were very difficult to predict.
Considering these issues, we preprocessed the data accordingly and extracted
the features that are detailed in this section, which will serve as input to build
our predictive models for destination and trip time prediction.
2.1

Feature Extraction for Destination Prediction

For predicting the destination of a given incomplete test trip A, our method is
based on trip matching which uses destinations of trips in the training data with
similar trajectories to predict the final destination of the given test trip. Figure 1
shows an example of two trips with different starting points both going toward
the Porto airport. As we can see, the final part of the trips are very similar,
both trips took the same highways before ending at the same destination. We
captures such pattern by a set of features described as follows.

– Final destination coordinates and Haversine distance to 10 nearest neighbors:
for a given test trip A we search for 10 trips in the training data that are closest
to it. Similarly, for each pair of trips A and B we compute the mean Haversine
distance (Equation 1) between the corresponding points in their trajectories. We
ignored trips B that have fewer GPS updates than the ones in A.
– Kernel regression (KR) as a smooth version of k-NN regression method. Our
previous work on bus arrival time prediction shows that KR gives better results
than k-NN [6,8]. Destinations calculated by KR were used as features to estimate
the final destination of a test trip. KR requires to set the bandwidth parameter,
in our experiment, we set it to 0.005, 0.05 and 0.5 to obtain three different
KR-based destination predictions corresponding to these values.
– The aforementioned features from KR are sensitive to the metric used for evaluating the similarity between trips. We experimented with dynamic time warping
and mean Haversine distance, but only the latter metric was chosen given its
efficiency in computation. Moreover, some trips may have very different initial
trajectory but still share the same destination, e.g., see Figure 1. Therefore, besides computing KR predictions for the full trip, we also compute them using
only the last d meters of the ride during the trip matching step, where d ∈ {100,
200, 300, 400, 500, 700, 1000, 1200, 1500}. The models showed that the last 500
to 700 meters of the trips are the most important features for predicting both
latitude and longitude of the final destination.
– For a pair of trips A and B, we also consider the distance metric that looks for
the best match along their trajectories without alignment. The empirical results
showed that KR predictions by best matching gives more accurate results than
first aligning the initial part of A’s trajectory with B’s.
– The features described so far do not consider contextual information such
as the taxi id, call id, taxi stand, time of day, or day of the week, which are
very important, consider for example Figure 2, which shows a heatmap of the
destinations for all trips with origin call id 59708 in the training data, as we can
see the destination is quite regular, although overall, there are 155 trips, only
8 major destinations were identified. In our work, we exploit this information
by using KR to match a test trip with only trips with the same call id, taxi id,
day of the week, hour of the day, or taxi stand id. We called the KR models
based on these features contextual KR. When a contextual field of the test trip
has a missing value, the corresponding contextual KR was replaced by the KR
prediction with no contextual information. The empirical results showed that
contextual KR-based prediction on the call id gave the best results among all
KR contextual related features.
– We observed that there are many GPS updates that are erroneous, e.g., coordinates completely outside the trajectory shape or some GPS updates are very
close together due to traffic jam or when a taxi is parked or stays still at the
same location with the meter on. These type of noisy GPS updates influence the
performance of the KR prediction, especially the KR using the mean Haversine
distance metrics which requires point to point comparison across trips. Therefore
we used the RDP algorithm [3,7] to simplify the trips with parameter ϵ equal

Figure 2. Heatmap of destinations of 155 trips with call id 59708. There are only
8 major destinations. Using call id information one can narrow down the possible
destinations of a given taxi.

to 1 × 10−6 , 5 × 10−6 , and 5 × 10−5 . From the simplified trips we extracted all
KR-related features as we did for the raw trip trajectories.
Besides features extracted via trip matching we also added features extracted
directly from the partially observed trips:
– Euclidean distance traveled and Haversine distance between the first and the
last GPS update.
– Direction: to define whether the taxi is moving outside of the city or vice
versa. We compared the distance between the city center and the first and the
last point of the trips. If the former is larger the taxi is considered as moving
toward the city center and moving away (e.g., to the countryside) otherwise.
– Time gap between the cut-off timestamps and the starting timestamps. We
observed that this feature is not very reliable because the starting timestamps
are quite noisy.
– Number of GPS updates (this feature is also noisy due to missing values).
– Day of the week. We observed that the prediction error was higher for some
days of the week, but the Random Forest model used in our experiments did not
rank this feature high for destination prediction (cf. Section 4).
– The first and the last GPS location.
2.2

Feature Extraction for Trip Time Prediction

The set of features for the time prediction task is very similar to the set of
features for destination prediction, with the difference that travel time of closest
trips were considered as the target variable instead of destination. The features
extracted for this task are as follows.
– Travel time and Haversine distance to 10 nearest neighbors.
– Kernel regression features. All KR related features for destination prediction
were also extracted for time prediction, with the difference that travel time of
closest trips was considered as target variable instead of destination.

In addition to, all features extracted from the partially observed trips as
described in the previous section, we also considered the following additional
particular features for time prediction which were extracted directly from the
incomplete trips observed (i.e., trips that are still ongoing):
– Average speed calculated on the last d meters of the partial trajectory observed
so far and on the entire incomplete trip, where d ∈ {10, 20, 50, 100, 200}.
These features convey up-to-date traffic condition at the moment of making a
prediction.
– Average speed calculated on all the incomplete trips observed so far with the
starting time no more than an hour apart from the cut-off time-stamp. These
features convey information about the traffic condition around the snapshot
timestamps.
– Average acceleration calculated on the last d meters of the incomplete trips
observed so far and on the entire incomplete trips, where d ∈ {10, 20, 50, 100,
200}.
– Shape complexity: the ratio between the (Euclidean) traveled distance and
the Haversine distance between the first and the last GPS location. Trips with
higher complexity (e.g., zig-zag trips) tend to be trips for which the taxi drivers
were driving around the city to search for passengers. Zig-zag trips tend to have
longer travel time so it is reasonable to identify those trips beforehand.
– Missing values in the GPS trace were identified by calculating the speed between any pair of consecutive GPS updates. If the estimated speed is over the
speed limit v̂ km/h even for only one pair of consecutive GPS updates in the
partially observed trip, the trip was labelled as a trip with missing GPS updates.
We used speed limits v̂ ∈ {100, 120, 140, 160} km/h. Trips with missing values
tend to have longer travel time.
In total, we have 66 features for the trip time prediction tasks.

3

Predictive Modelling

In order to train the predictive models, first, we created a local training dataset
by considering 5 time snapshots from weekdays that resemble the disclosed test
set and was fixed for all trained models.
Overall we extracted 13301 trips from these snapshots in the training data,
which is a small fraction of the 1.7 million trips in the original training set.
We also considered roughly 12000 additional trips from 5 snapshots with start
timestamps one hour after the specified test set snapshots. However, models
trained on these combined sets yielded improvement only locally but not on the
public leaderboard. Therefore, we decided to ignore the additional training trips
although in practice to obtain robust results one should consider these additional
data for training the models as well.
We observed that feature extraction for the training set is not very efficient
because most features were extracted based on nearest neighbor search. In order
to speed up this process, we propose to use an index structure based on geohash 2 .
2
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We first represent each GPS by its geohash, then we search for the nearest
trips via range queries to retrieve trips with a maximum distance threshold
of 1km from the first point of the test trip. This simple indexing technique
speeds up the nearest neighbor search significantly since range queries are very
efficient with geohashes. It is important to note that this technique is a heuristic
solution which does not guarantee exact nearest neighbors results. However, we
did not observe significant differences in the prediction results when exact or
approximated nearest neighbors were used.
In the rest of this section, we describe in detail the different models for each
of the prediction tasks.
3.1

Models for Destination Prediction

Given the set of features, any regression model can be used to predict latitude
and longitude independently. To this end, we chose Random Forest (RF) [1]
given the robustness of its predictions observed in both the local validation set
and in the public LB test set. Besides RF models, we also experimented with
Support Vector Regression (SVR), but the results on the public LB did not differ
much, so we used only RF for the final destination prediction. Moreover, with
a RF model we can easily assess the contribution of each feature on the final
prediction. With this insight, we know whether a new set of features is relevant or
not every time it is added to the model. Thanks to this we could perform feature
selection using the rfcv function provided with the randomForest package in
R. With feature selection the obtained results did not differ on the public LB
but the results were more robust, in fact it needs fewer trees to obtain similar
prediction results.
To handle outliers, we first trained an initial RF model with 2000 trees and
removed from training set all trips that prediction error was greater than 90% of
error quantile. Subsequently, a new RF model re-trained with the new training
set became our final model.
3.2

Ensemble for Trip Time Prediction

For the trip time prediction, before training the models we removed outliers with
a trip travel time that exceeded a median absolute deviation of 3.5. Furthermore,
we trained the models using as target variable the (log-transformed) delta time
between the cut-off time point of our training snapshot and the timestamp associated to the last point of the trajectory. That is, our goal is to train models
to predict the trip time remaining for a given ongoing trip. This preprocessing
strategy led to significantly better results.
Then, we used the features described in Section 2.2 to train a model ensemble for a robust prediction. The individual members of the ensemble include
the following regression models: Gradient Boosted Regression Trees (GBRT) [4],
Random Forest regressor (RF) [1], and Extremely Randomized Trees regressor (ERT) [5].

In order to produce a single predictor we follow a stacked generalization
(stacking) [10] approach summarized as follows:
– Remove from our training data, DT , a subset of the samples (i.e., trips) and
split them equally to form a validation set Dv and (local) test set Dt , i.e.,
|Dv | = |Dt |.
′
– Train n models on the remaining training data DT = DT \ (Dv ∪ Dt ).
– For each model, compute the predictions for the validation set Pv .
– For the validation set the corresponding true trip time is known, which leads
to a supervised learning problem: using the predictions Pvn as the input and
the correct responses in Dv as the output, train a meta-regressor Me (Pvn ) to
ensemble the predictions.
′
– Insert the validation set Dv back into the training data DT .
′
– Train the models again using the DT ∪ Dv training dataset.
– Predict for the test set Dt to obtain Pt .
– Ensemble the final prediction for the test set using Me (Ptn ).
Table 2 details the models parametrization and predictive performance in
terms of the Root Mean Squared Logarithmic Error (RMSLE) defined in Equation 2. We experimented with regularized linear regression and with simple average for the meta-regressor to produce the final prediction. The results of our
approach are presented in Section 4.2.

4

Experimental Results

During the competition, the performance on the ground-truth test set held by
the organizers was only available for a 50% of the test trips and via a limited
number of submissions to the Kaggle’s website. Therefore, in order to analyze
the predictions results locally, we split our subset of training data with 13301
trips into two parts: local training and validation datasets. This section reports
the experimental results for the public and private LB test sets as well as for the
local validation set.
4.1

Destination Prediction

The evaluation metric for destination prediction is Mean Haversine Distance
(MHD), which measures distances between two points on a sphere based on
their latitude and longitude. The MHD can be computed as follows.
r
a 
, where
(1)
MHD = 2 · r · arctan
1−a
ϕ2 − ϕ1 
λ2 − λ1 
a = sin2
+ cos(ϕ1 ) · cos(ϕ2 ) · sin2
2
2
and ϕ, λ, r = 6371km are the latitude, longitude, and the Earth’s radius, respectively.
Table 1(a) shows the mean Haversine distance from the predicted destination
to the correct destination on three different test sets. Note that for this task we

Table 1. Destination prediction error in terms of the Mean Haversine Distance (MHD).
(a)
Dataset
Public LB
Private LB
Local validation set

A

C

(b)
MHD (km)
2.27
2.14
2.39

Day of the week and time
Monday
Tuesday
Thursday
Saturday
Sunday

(17:45)
(08:45)
(18:00)
(04:00)
(14:30)

MHD (km)
2.24
2.40
2.48
2.21
2.95

B

D

Figure 3. Examples of trips on the LB test set and our prediction (blue circle).

used a 66%–34% training–validation split. We can see that the results are quite
consistent and the prediction errors on three different test sets are small.
Table 1(b) reports the prediction error on the local test set at different snapshots. As we can see, among the snapshots, trips in early morning on Saturday
are easier to predict while trips on Sunday afternoon are very difficult to predict
with significantly higher prediction error. On Sundays, taxis tend to commit
longer trips with irregular destinations while early morning Saturdays taxis usually go to popular destinations like airports, train stations, or hospitals.
Figure 3 shows four trips on the LB test set and our prediction. Some predictions are just about one block away from the last GPS location (cases A and B),
while some predictions are very far away from the last location (cases C and D).
The later cases usually concern trips that took the highway to go to the other
side of the city by skipping the city center or go to the airport via A3 motorway.

4.2

Trip Time Prediction

For the trip time task, predictions are evaluated using the Root Mean Squared
Logarithmic Error (RMSLE), which is defined as follows:
v
u n
u1 X
RMSLE = t
(ln(pi + 1) − ln(ai + 1))2
(2)
n i=1
where n is the total number of observations in the test data set, pi is the predicted
value, ai is the actual value for travel time for trip i, and ln is the natural
logarithm.
Table 2 summarizes the predictive performance of the individual model members of our ensemble locally using a 80%–20% training–validation split.
Table 2. Regression models for trip time prediction and the corresponding performance
(RMSLE) in our local test dataset. The models include Gradient Boosted Regression
Trees (GBRT), Random Forest regressor (RF), and Extremely Randomized Trees regressor (ERT).
Model

Parameters

GBRT

Default parameter settings used for the GBRT models: learning rate=0.1, max depth=3,
max features=n features, min samples leaf=3, min samples split=3, n estimators=128

RMSLE

GBRT-01

loss=‘squared loss’, subsample=1.0

0.41508

GBRT-02

loss=‘squared loss’, subsample=0.8

0.41498

GBRT-03

loss=‘least absolute deviation’, subsample=1.0

0.40886

GBRT-04

loss=‘least absolute deviation’, subsample=0.8

0.40952

GBRT-05

loss=‘huber’, subsample=1.0, alpha quantile=0.9

0.41218

GBRT-06

loss=‘huber’, subsample=0.8, alpha quantile=0.9

0.41108

GBRT-07

loss=‘huber’, subsample=1.0, alpha quantile=0.5

0.41000

GBRT-08

loss=‘huber’, subsample=0.8, alpha quantile=0.5

0.40705

GBRT-09

loss=‘quantile’, subsample=1.0, alpha quantile=0.5

0.40798

GBRT-10

loss=‘quantile’, subsample=0.8, alpha quantile=0.5

0.40959

RF

Default parameter settings used for the RF models: max depth=None, n estimators=2500,
use out of bag samples=False

RF-01

max features=n features, min samples leaf=4, min samples split=2

0.41674

RF-02

max features=n features, min samples leaf=1, min samples split=1

0.41872

RF-03

max features=sqrt(n features),min samples leaf=4, min samples split=2

0.41737

RF-04

max features=log2 (n features),min samples leaf=4, min samples split=2

0.41777

RF-05

max features=n features,min samples leaf=1,min samples split=1,
use out of bag samples=True

0.41865

RF-06

max features=sqrt(n features),min samples leaf=4,min samples split=2,
use out of bag samples=True

0.41731

RF-07

max features=log2 (n features),min samples leaf=4,min samples split=2,
use out of bag samples=True

0.41790

ERT

Default parameter settings used for the RF models: max depth=None, n estimators=1000,
use out of bag samples=False

ERT-01

max features=n features, min samples leaf=1, min samples split=1

0.41676

ERT-02

max features=n features, min samples leaf=1, min samples split=2

0.41726

ERT-03

max features=n features,min samples leaf=1,min samples split=2,
use out of bag samples=True

0.41708

ERT-04

max features=n features,min samples leaf=1,min samples split=1,
use out of bag samples=True, n estimators=3000

0.41735

Table 3. Trip time prediction results on the public and private leaderboards in terms
of RMSLE, where the lower the value, the better.
Model ensemble description
Public LB

RMSLE
Private LB

Average

ME1: Model ensemble using the average to compute the final prediction.

0.49627

0.53097

0.51362

ME2: Model ensemble using regularized linear regression with L2 penalty as meta-regressor to compute the final prediction.

0.51925

0.51327

0.51626

ME3: Model ensemble using regularized linear regression with L1 penalty (Lasso) as meta-regressor
to obtain the final prediction.

0.49855

0.52491

0.51173

ME4: Model ensemble trained using trips with instances whose number of GPS updates is between
2 and 612, which reassemble the distribution observed in the partial trajectories of the test set.
The final prediction is computed using mean of the
individual predictions.

0.49418

0.54083

0.51750

ME5: Average prediction of model ensembles ME1,
ME2, M3, and M4 (3rd place on the public LB).

0.49408

0.53563

0.51485

ME6: Average prediction of model ensembles ME1,
ME2 and M3 (3rd place on the private LB).

0.49539

0.53097

0.51318

In Table 3 we present our most relevant results in the official test set of the
competition. The table shows the performance of our strategies in the public and
private leaderboards, which corresponds to a 50%–50% split of the hidden test
set available only to the organizers. Remember that the final ranking is solely
based on the private leaderboard from which the participants did not receive
any feedback during the competition.
We achieved the best performance in the public leaderboard (RMSLE=0.49408)
using ME5, which corresponds to an average of model ensembles as specified in
Table 3, this result placed our team at the 3rd place. For the private leaderboard, we also achieved the top-3 final position using ME6 (RMSLE=0.53097).
ME6 is similar to the ME5 approach, but it does not include in its average the
predictions of ME4, which corresponds to the models trained using a subset of
the trips with number of GPS updates in the range between 2 and 612 points.
Note that our ME2 strategy achieved a RMSLE of 0.51925 and 0.51327 in
the public and private leaderboards, respectively. The RMSLE of this entry in
the leaderboard would have achieved the top-1 position in the final rankings.
The competion rules allowed to select two final sets of predictions for the final
evaluation. Unfortunately, given the performance observed in the public leaderboard for which we had feedback, we did not select the ME2 approach as one of
final two candidate submissions.
The model ensemble that uses regularized linear regression with L1 penalty
(Lasso) [9] achieves the best average performance for the whole test dataset with
an RMSLE=0.51173.
We used NumPy3 and scikit-learn4 to implement our approach for trip time
prediction.
3
4

http://www.numpy.org/
http://scikit-learn.org/
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Conclusions and Future work

We propose a data-driven approach for taxi destination and trip time prediction
based on trip matching. The experimental results show that our models exhibit
good performance for both prediction tasks and that our approach is very robust when compared to competitors’ solutions to the ECML/PKDD Discovery
Challenge. For future work, we plan to generalize our current approach to automatically adapt to contexts and select a particular set of features that would
improve predictive performance within the given context.
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